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Abstract

This thesis presents modern solutions for achieving high-performant and resilient 

distributed and shared-memory systems through the implementation of consistency and 

persistency models and novel recovery mechanisms for datacenters.

We first introduce MINOS, a system designed to support leaderless distributed systems 

by offering Linearizable consistency with five distinct types of persistency. MINOS is 

evaluated in two configurations: MINOS-Baseline (MINOS-B) and MINOS-Offload 

(MINOS-O). MINOS-B provides the foundational algorithms for the real-system 

implementation of the models, while MINOS-O leverages a new SmartNIC architecture to 

optimize performance through selective data coherence, message batching, and 

broadcasting. Our evaluations on a 5-node distributed machine demonstrate that 

MINOS-O significantly reduces request latency and increases throughput in 

microbenchmarks. Compared to MINOS-B, MINOS-O reduces the average end-to-end 

latency of two microservice functions by 35%.

We enhance MINOS with resilience support. The result is IASO, a general recovery 

approach tailored for leaderless distributed systems. IASO performs optimized online 

incremental recovery, ensuring minimal disruption to live-system throughput. Implemented 

on a 6-node Intel cluster, IASO recovers from node failures in just 120 milliseconds on 

average, with a modest 8.7% reduction in throughput. This marks a substantial 

improvement over state-of-the-art systems, which require 360 seconds for recovery and 

incur a 16.2% throughput reduction. Together, MINOS and IASO provide a comprehensive 

framework for building high-performant and resilient distributed systems.

Finally, we introduce DIKTAMO, a hardware–software co-designed architecture that 

brings resilience to Compute Express Link (CXL) 3.0-based (and newer) distributed shared 

memory systems. While CXL enables cache-coherent data sharing across nodes at 
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cacheline granularity, it introduces a critical resilience challenge: node failures can lead to 

the loss of dirty cacheline state, corrupting application execution, and the CXL 

specification neither addresses processor failures nor restores a consistent shared-memory 

state in the directory. DIKTAMO enables fault-tolerant write-back caching by extending 

the coherence protocol with lightweight, cacheline-granular replication of writes to a small 

set of peer nodes, where updates are temporarily stored in hardware-based Logging Units 

and periodically copied to remote memory, enabling recovery by reconstructing correct 

directory and memory state without reverting to costly write-through policies. It further 

incorporates protocol optimizations that overlap replication with store execution to hide 

latency and preserve performance. Evaluation on a simulated multi-node CXL cluster 

shows that DIKTAMO achieves fault-tolerant shared memory semantics with only a 30% 

slowdown (26% with two replicas) over a system without fault tolerance, and is 2.82×

faster than a write-through baseline.
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Chapter 1 Thesis Overview

Modern cloud infrastructures rely heavily on distributed systems such as key-value stores, 

file systems, and databases to deliver high performance, availability, and resilience to 

failures [1], [2], [3]. These systems replicate data across multiple nodes [4], [5], [6], [7], 

enabling continued operation even when some machines become unavailable. Ensuring that 

replicated data remains correct and durable in the presence of failures is a fundamental 

challenge in the design of distributed systems.

Traditionally, many distributed storage systems follow a leader-based architecture, 

where a single node coordinates updates and enforces ordering across replicas [4], [7]. In 

such systems, the leader determines the serialization order of operations and ensures that 

updates are replicated consistently across the cluster. While leader-based designs simplify 

reasoning about correctness, they often introduce performance bottlenecks and limit 

scalability due to the centralization of coordination.

To overcome these limitations, leaderless distributed systems have gained increasing 

attention [8], [9]. In leaderless architectures, any node may initiate updates without relying 

on a centralized coordinator. By eliminating the leader, these systems can reduce latency, 

improve scalability, and avoid single points of performance contention. However, leaderless 

designs introduce additional complexity in ensuring that replicated state remains correct 

and durable, particularly in the presence of failures.

A central aspect of these systems is the definition of consistency models, which specify 

when updates become visible across replicas. Popular models include Sequential 

consistency [10], Linearizability [11], [12], Eventual consistency [13], and Causal 

consistency [14]. These models define the ordering guarantees provided to applications and 

represent different trade-offs between performance and correctness.

In addition to consistency, distributed systems must ensure that updates are reliably 

persisted so that the system can recover from failures. Persistency models define when 
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updates must reach non-volatile storage and become durable [15], [16]. Examples include 

Synchronous persistency, Strict persistency, Read-Enforced persistency [17], Eventual 

persistency [16], and Scope persistency [18]. These models provide different durability 

guarantees and interact closely with consistency requirements.

Recent work has proposed Distributed Data Persistency (DDP) models [16], which 

decouple consistency and persistency guarantees for distributed systems. DDP models are 

particularly attractive for leaderless architectures because they define clear semantics for 

when updates become both visible and durable across nodes. However, while these models 

provide a useful theoretical framework, practical implementations and system-level 

evaluations remain limited.

In the era of Compute Express Link (CXL), multiple hosts can be interconnected 

through shared CXL memory with hardware-supported coherence [19]. This capability 

allows hosts to cache data locally, including modified (dirty) cachelines.

The vision of this thesis is to enable high-performance and fault-tolerant leaderless 

systems across both distributed and shared-memory architectures. Specifically, this thesis 

addresses challenges in three key dimensions: performance and programmability of 

leaderless protocols, fault tolerance in distributed systems, and resilience in emerging 

shared-memory architectures.

1.1 Performance and Programmability

One of the key challenges of leaderless distributed systems is realizing them efficiently in 

real systems. While leaderless designs eliminate centralized coordination, they often require 

additional communication among nodes to ensure consistency and persistence guarantees. 

As a result, naïve implementations can incur significant latency and coordination overhead. 

Another important concern is programmability. System designers and programmers must 

reason about how operations propagate across nodes and how durability guarantees 

interact with consistency models. Supporting multiple combinations of consistency and 
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persistency models further complicates system implementation.

To address these challenges, this thesis introduces MINOS (Chapter 3), a system that 

provides concrete implementations of consistency and persistency model combinations for 

leaderless distributed systems.

We first design a set of distributed algorithms implementing Linearizable consistency 

combined with several persistency models, including Synchronous, Strict, Read-Enforced, 

Eventual, and Scope persistency. These algorithms are implemented in a baseline system 

called MINOS-Baseline (MINOS-B), which we evaluate in a multi-node distributed system.

To further improve performance, we introduce MINOS-Offload (MINOS-O), a 

SmartNIC-based architecture that offloads key components of the distributed protocol to 

programmable network interface cards (NICs). By leveraging SmartNIC capabilities, 

MINOS-O reduces CPU overhead and accelerates communication-intensive operations. The 

design incorporates optimizations such as selective data coherence, message batching, and 

broadcast communication to further improve system performance.

1.2 Fault Tolerance in Distributed Systems

Fault tolerance is a fundamental requirement in distributed systems. When nodes fail, the 

system must reconstruct lost state while ensuring that consistency and persistency 

guarantees remain intact.

In leader-based systems, recovery is typically orchestrated by a leader node, which 

maintains global knowledge of the system state. In contrast, leaderless systems lack a 

centralized authority responsible for coordinating recovery. As a result, recovery can 

become significantly more complex. Questions such as who initiates the recovery process, 

how replicas synchronize their state, and how the system reconstructs the correct version of 

data must be addressed without relying on a central coordinator.

Existing recovery mechanisms often rely on transferring large portions of the database 

to rebuild a failed node’s state. Such approaches can introduce significant recovery latency 
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and degrade system throughput during the recovery process.

To address these limitations, this thesis introduces IASO (Chapter 4), a system that 

enables fast and efficient recovery in leaderless distributed systems. IASO provides an 

incremental online recovery mechanism that allows a failed node to reconstruct its state by 

gathering information from live replicas while the system continues operating. Rather than 

performing full database transfers, IASO collects only the necessary state information and 

rebuilds the failed node incrementally. This approach significantly reduces recovery latency 

and minimizes disruption to the running system.

1.3 Fault Tolerance in Shared Memory Systems

Recent advances in interconnect technologies such as Compute Express Link (CXL) enable 

the construction of distributed shared-memory systems in which multiple compute nodes 

access and cache remote memory. These architectures are inherently leaderless: any node 

may read or modify shared memory locations.

However, such systems introduce new reliability challenges. In particular, nodes may 

hold dirty cached data corresponding to modified memory lines that have not yet been 

written back to memory. If a node holding dirty data crashes, the system risks losing the 

only up-to-date copy of that data.

This problem raises fundamental questions for shared-memory systems: how can the 

system ensure forward progress when nodes fail, and how can it recover data that was 

temporarily stored in volatile caches?

To address these challenges, this thesis introduces DIKTAMO (Chapter 5), a 

hardware–software co-designed architecture that enables fault-tolerant write-back caching 

in CXL-based distributed shared-memory systems. DIKTAMO extends the coherence 

protocol to replicate modified cachelines across peer compute nodes. Each remote store is 

replicated to other nodes and temporarily logged in hardware, allowing the system to 

recover dirty cachelines after permanent node failures. The design incorporates protocol 
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optimizations that overlap replication with store execution, hiding replication latency and 

preserving performance.

1.4 Summary of Contributions

This thesis makes the following contributions:

• Introduces, MINOS a novel architecture for real-system implementation of leaderless 

consistency and persistency models. More specifically,

– the design and implementation of MINOS-B, a set of leaderless distributed 

algorithms implementing various combinations of consistency and persistency 

models.

– the MINOS-O SmartNIC-offloaded architecture and its evaluation 

demonstrating improved performance compared to software-only 

implementations.

• The IASO protocol for fast, online incremental recovery in leaderless distributed 

systems. This contribution includes the design and evaluation of IASO across 

multiple combinations of consistency and persistency models in a distributed cluster.

• The DIKTAMO architecture, which enables fault-tolerant write-back caching in 

CXL-based distributed shared-memory systems.

Together, MINOS, IASO, and DIKTAMO advance the design of leaderless distributed 

and shared-memory systems by improving performance, enabling efficient recovery, and 

providing resilience against node failures in datacenters.

Thesis Organization. The remainder of this thesis is organized as follows. Chapter 2 

presents background on consistency and persistency models, SmartNICs, and CXL-based 

distributed shared-memory systems. Chapter 3 introduces MINOS, an architecture for 
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real-system implentation of various combinations of consistency and persistency models for 

leaderless distributed systems and explores SmartNIC offloading to improve performance. 

Chapter 4 presents IASO, which enables fast online incremental recovery in leaderless 

distributed systems. Chapter 5 introduces DIKTAMO, a hardware–software architecture 

that provides fault tolerance for write-back caching in CXL-based distributed 

shared-memory systems. Chapter 6 discusses directions for future research, and Chapter 7 

concludes the thesis. 
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Chapter 2 Background

This chapter provides background on the key concepts used in this thesis. We first review 

various consistency and persistency models for leaderless distributed systems, and describe 

the message patterns of their theoretical design. We then summarize relevant system 

technologies, including SmartNIC offloading, recovery mechanisms in existing systems, and 

Compute Express Link (CXL)-based distributed shared memory.

2.1 Consistency and Persistency Models

Distributed storage systems maintain multiple copies of a record (i.e., replicas) across 

nodes to improve performance, availability, and resilience. The consistency model defines 

how updates are propagated to the replicas in volatile memory, while the persistency model 

defines when those updates become durable in each node’s storage. In general, strong 

consistency models update replicas eagerly, whereas weaker ones may allow stale reads; 

similarly, strong persistency models make updates durable eagerly, whereas weaker ones 

may delay persistence and risk data loss on failure.

A Distributed Data Persistency (DDP) model [16], [20] combines a consistency model 

and a persistency model. It is characterized by two key concepts: the Visibility Point, 

when an update becomes observable, and the Durability Point, when the update becomes 

durable and cannot be lost due to failure. The former is dictated by the consistency model, 

and the latter by the persistency model. The DDP framework supports multiple 

<consistency, persistency> combinations.

Prior work describes DDP models at a relatively high level [16], but does not provide 

the detailed machine-level algorithms needed to support them in practice. These protocols 

assume an environment where, for simplicity, a record is replicated in all nodes rather than 

in a subset, and where both reads and writes can be initiated from any node rather than 

from a single leader. This latter feature makes the protocols leaderless, which improves 
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generality, performance, and scalability, although at the cost of greater implementation 

complexity.

In this thesis, we focus on DDP models that combine Linearizable consistency [8], [11], 

[12], [21] with one of five persistency models: Synchronous [16], [20], Strict [15], [22], 

Read-Enforced [17], Eventual [16], [20], and Scope [16], [18], [20]. Space constraints prevent 

considering additional models.

Messages in DDP Models.  Following Hermes [8], the node that initiates a write is 

called the Coordinator, while the rest are called Followers. On a write, the Coordinator 

sends an invalidation (INV) message to all Followers, carrying the new data and 

invalidating the old version. Followers respond with acknowledgment messages (ACKs), 

confirming that the update has been applied for consistency, persistency, or both. Once the 

required ACKs are received and the Coordinator has updated its local state, it sends 

validation (VAL) messages to the Followers to signal completion of the transaction. 

Depending on the DDP model, ACKs and VALs may have separate consistency and 

persistency forms, such as ACK_C/ACK_P and VAL_C/VAL_P. In Scope persistency, 

messages are additionally tagged with a scope identifier sc, e.g., [INV]sc.

Brief Model Definitions.  Linearizable Consistency (Lin) imposes a total order on 

operations to volatile state across all nodes. In a write, the client receives a response only 

after the volatile replicas have been updated system-wide.

Synchronous Persistency (Synch) requires a write to be persisted in a node when the 

local volatile replica is updated. Under <Lin, Synch>, the write response is returned to 

the client when all replicas have been updated and persisted. In practice, this occurs when 

the Coordinator has received all ACKs and persisted locally.

Read-Enforced Persistency (REnf) requires that all updated replicas be persisted before 

any of them can be read. Under <Lin, REnf>, the write response is returned once all 

volatile replicas have been updated, i.e., when the Coordinator has received all ACK_Cs. 

Once the Coordinator has received all ACK_Cs and ACK_Ps, it knows that all replicas 
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are both updated and persisted; it then sends a VAL to all Followers, which may then 

allow reads to the record.

Eventual Persistency (Event) requires replicas to be persisted eventually, without 

delaying reads or writes waiting for persistence. Under <Lin, Event>, the write response is 

returned once all volatile replicas have been updated.

Scope Persistency (Scope) groups reads and writes into scopes. A client marks the end 

of a scope with a [PERSIST]sc command. The model requires that the response to 

[PERSIST]sc be returned only after all writes in that scope have been persisted. Under 

<Lin, Scope>, each write inside a scope returns once it has updated all volatile replicas, 

while the [PERSIST]sc returns only after all writes in the scope have updated both volatile 

and non-volatile state in all replicas. When the Coordinator receives all [ACK_P]sc 

messages, it informs the client and sends [VAL_P]sc messages to the Followers.

Strict Persistency (Strict) is the strongest persistency model considered. It requires a 

write to be persisted in all replica nodes before the client receives the write response, 

potentially even before all volatile replicas are updated. Unlike Synch, it decouples 

consistency and persistency using separate ACK_C/ACK_P and VAL_C/VAL_P 

messages. Under <Lin, Strict>, the response is returned only when all replicas have been 

both updated and persisted.

The chosen <consistency, persistency> combination determines when a local read may 

observe the effect of a prior update. Because all models considered here use Lin 

consistency, an update must first complete across all nodes consistency-wise. This is known 

at the Coordinator when all consistency ACKs arrive, and at a Follower when the 

corresponding consistency VAL arrives. In addition, <Lin, Synch> and <Lin, REnf>

impose persistency-related conditions before reads are allowed. In <Lin, Synch>, the 

persistency requirement coincides with the consistency requirement. In <Lin, REnf>, 

reads additionally require that all persistency ACKs have been received and the final VAL 

has been delivered.
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2.2 SmartNICs

SmartNICs are network interface cards with programmable logic that offload processing 

from the CPU. They have been introduced to improve performance, and typically include 

low-end energy-efficient compute units with caches and on-board DRAM. SmartNICs 

commonly offload network-related processing [23], [24], but can also offload more complex 

tasks such as replication and persistency [25].

2.3 Leader-Based Online Incremental Recovery

ZooKeeper uses a leader-based protocol [26]. During a write, a quorum of nodes logs the 

update in local persistent storage. For recovery, ZooKeeper combines checkpointing with 

incremental replay. When a node fails, the leader uses its own log to recover a replacement 

node.

This recovery is online and incremental, but has three limitations. First, recovery is 

reactive: the recovering node sends the ID of the last record in its log (its zxID) to the 

leader, and the leader must then search its own log and extract all updates after that 

point. Second, the extracted updates may include multiple writes to the same record, even 

though only the most recent one is ultimately needed; nevertheless, all such updates are 

sent and replayed. Third, while recovering, the replacement node does not participate in 

ongoing transactions. New updates destined for it are buffered by the leader and sent in 

later batches, potentially repeating multiple times.

2.4 CXL Distributed Shared Memory

Compute Express Link (CXL) [19], [27], [28] is an emerging open standard 

high-performance interconnect. The latest versions of its CXL.mem protocol (CXL 3.0 and 

beyond) enable the compute nodes (CNs) of a cluster to directly access data in remote 

memory nodes (MNs) in a byte-addressable and cache-coherent manner. This unique 

capability enables CXL-enabled Distributed Shared Memory (CXL-DSM) systems, where 
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Figure 1: CXL-enabled distributed shared-memory system.

coherent data sharing across nodes is supported transparently by hardware, and at cache 

line granularity.

Figure 1 shows such a system with two CNs, one MN, and a CXL switch interconnecting 

them. The CNs have their local (private) memory hierarchies and all CNs are connected 

through the CXL switch to the (remote) memory in the MN. Routing hardware on the 

LLC miss path identifies if a miss is local or remote based on its target physical address. 

Remote accesses are routed to the CXL port. CXL uses write-back caching for both local 

and remote accesses, and a conventional cache coherence protocol like MESI [28]. The 

protocol is enforced by a hierarchical directory. Each CN has a directory that enforces 

cache coherence locally. Cached lines of remote memory are kept coherent across the CNs 

via a second-level directory that lives in the remote MN(s), i.e., the remote directory.

CXL is organized in three main protocol layers: a) the Transaction Layer, which defines 

the protocol transaction types and their ordering rules, b) the Link Layer, which ensures 

reliable transmission of the transaction packets, and c) the Physical Layer, which transmits 

data over the underlying interconnect.
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2.5 CXL Reliability

In CXL-DSM clusters, faulty hardware can crash the execution of distributed 

shared-memory applications [29], [30], [31]. Thus, the CXL specification adds support for 

reliability, availability, and serviceability (RAS) [19], [32], [33]. It considers link, switch, 

and device (e.g., memory) failures. It detects link failures via timeouts, and retries packet 

transmissions to handle them. To detect data corruption, it relies on established techniques 

such as parity.

To contain errors, the CXL specification defines three complementary mechanisms. One 

is Data Poisoning, which allows devices to tag messages with corrupted data. A second one 

is Isolation, which allows the protocol to mark a faulty device and mask traffic from/to the 

device, keeping the rest of the system operational. The final one is Viral Handling which, 

when a fatal error is detected, sets a Viral_Status bit, propagating a “viral” state across 

all connected ports and tagging all traffic across ports. The specification [19] also 

introduces hardware commands to reset (re-initialize) CXL devices into a clean state after 

a viral handling.

This CXL RAS model has two limitations. The first one is that it does not consider 

processor (i.e., host) failures. In practice, handling processor failures is crucial, since CPUs 

and GPUs are reported to be failing with increased frequency in datacenters [34]. When a 

host fails, the dirty shared data it stores in its cache hierarchy is permanently lost [35].

The second limitation is that the CXL RAS model focuses only on containing errors. 

When a component fails, the specification tries to isolate it. There is no attempt to recover 

lost or corrupted data and bring the workload to a consistent state [35]. In reality, when a 

node participating in a shared-memory program fails and its dirty cached data is lost, 

continuing execution with an inconsistent state is not acceptable. The workload state must 

be corrected. 
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Chapter 3 MINOS: Distributed Consistency and Persistency Protocol 

Implementation & Offloading to SmartNICs

3.1 Introduction

A key component of modern cloud infrastructure is distributed storage systems, including 

key value stores, file systems, and databases [1], [2], [3]. To satisfy user needs, these 

systems must provide high performance, availability, and resilience to failures [4], [5], [6], 

[7]. To achieve these goals, they replicate data across multiple nodes. Such data replicas 

improve performance and allow the system to continue operation even if some of the 

machines become unavailable. However, supporting replicas requires the system to ensure 

their consistency when updates occur. For this purpose, different distributed data 

consistency models exist that describe when updates need to become visible to the replica 

nodes. Still, consistency models by themselves do not guarantee the resilience of the 

system, as they are not concerned with system recovery on a fault. To support recovery, 

data need to be persisted to non-volatile media. Memory persistency models describe when 

updates need to be persisted [15], [16].

Over the years, several distributed consistency models have been proposed, including 

Sequential [10], Linearizable [8], [10], [11], [12], [21], Eventual [13], Causal [14], [36], [37], 

and Transactional [4], [5], [38]. These models differ in the guarantees of replica consistency 

that they provide to the user, and offer different trade-offs between performance and 

programmer intuition. Similarly, several persistency models have been proposed, including 

Synchronous [16], Strict [15], Read-Enforced [17], Eventual [16], and Scope [16], [18]. 

Persistency models differ in the data persistency guarantees that they provide to the user, 

and offer different trade-offs between performance and durability. Finally, Distributed Data 

Persistency (DDP) models [16] combine consistency and persistency models, by introducing 

a unified framework for data consistency and persistency.

The operation of different DDP models was described by Kokolis at al. [16] at a 
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relatively high level. An important contribution of the DDP models is that they target 

Leaderless distributed systems [8]. These are systems where any node in the system can 

initiate read or write requests. Compared to leader-based systems, where all write requests 

need to be initiated by one leader node, leaderless systems deliver higher performance and 

are scalable. However, they are conceptually more involved. The DDP models have not 

been fleshed out in detailed algorithms.

In distributed computing systems, network interface cards (NICs) are responsible for 

the communication between servers and the network [24], [39], [40], [41], [42]. Traditionally, 

they are implemented as a PCIe card, and come with limited processing capabilities. 

However, recently, a new class of NICs with substantial processing and storage capabilities 

called SmartNICs have become available. SmartNICs have been used to offload operations 

such as packet processing, encryption, and compression from the CPU [25], [43], [44]. They 

could potentially offload DDP model protocols.

To improve the performance, availability, and durability of distributed systems, this 

chapter develops detailed distributed algorithms for DDP models and, additionally, offloads 

their operation from the CPUs to SmartNICs. Specifically, we take the DDP models 

outlined in Kokolis et al. [16] and develop detailed leaderless algorithms. We focus on 

Linearizable consistency with Synchronous, Strict, Read-Enforced, Eventual, or Scope 

persistency. We call these algorithms MINOS-Baseline (MINOS-B) and evaluate them on a 

5-node distributed machine.

Then, we redesign the algorithms to offload them to a new SmartNIC architecture that 

we introduce. The SmartNIC architecture introduces several optimizations, including 

selective data coherence in hardware between host and SmartNIC, message batching, and 

message broadcasting. The resulting DDP algorithms and SmartNIC architecture are 

called MINOS-Offload (MINOS-O).

An evaluation of MINOS-O using simulations shows that offloading is very beneficial. It 

substantially reduces request latency and increases request throughput for various 
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workloads and number of nodes. For example, compared to MINOS-B, MINOS-O reduces 

the average end-to-end latency of two microservice functions by 35%. We also evaluate the 

impact of individual optimizations.

The contributions of this chapter are:

• The leaderless MINOS-B algorithms of several DDP models and their evaluation.

• The MINOS-O NIC-offloaded algorithms and SmartNIC.

• A comparative evaluation of the MINOS-B and MINOS-O algorithms. 

3.2 MINOS-Baseline Algorithms

In this section, we introduce detailed algorithms for the efficient implementation of the 

DDP model protocols outlined by Kokolis at al. [16]. We call these algorithms 

MINOS-Baseline (MINOS-B). As already mentioned, we focus on models that combine Lin 

consistency with one of five persistency models. Next, we first introduce some definitions 

and then describe the protocol algorithms for writes and for reads.

3.2.1 Definitions

Our algorithms use Locks and Logical Timestamps. In this section, we define them and 

describe their use. In our description, we refer to two types of writes. A write transaction 

(i.e., operation) initiated by a client is called a “ client-write”. During the transaction, there 

are substeps that involve updating the local memory subsystem of a node (e.g., the 

last-level cache (LLC)); we call such writes “ local-writes”.

Locks.  Our algorithms use two types of locks for the two types of writes: read locks 

(RDLock_Owner or RDLock for short) for client-writes and write locks (WRLock) for 

local-writes.

Figure 2(a) shows the metadata associated with a data record. RDLock_Owner tells 

whether the read lock for the record is taken and, if so, who the read lock owner is; 

WRLock tells whether the write lock for the record is taken. The other three fields relate 
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to the timestamps.

(a) Record Metadata

(b) Timestamp Format

node_id version

RDLock_Owner volatileTS glb_durableTSWRLock glb_volatileTS

Figure 2: Record metadata and timestamp format.

The locks of a record are used as follows. In a given node, if one or more threads are 

attempting to perform a client-write (initiated locally or remotely) on a given record 

concurrently, one of them holds RDLock_Owner for the record. A taken RDLock_Owner 

prevents concurrent read transactions from accessing the record.

Assume that there is a single thread that is performing a client-write on the record. 

Such thread holds RDLock_Owner. During a client-write transaction, there is point when 

the thread, say T1, updates the local record (i.e., it performs a local-write). During this 

time, T1 must grab and hold the WRLock to ensure that no other client-write transaction 

to the same record tries to write concurrently. Once T1 finishes the update of the local 

record, it releases the WRLock and continues with the client-write operation. Once T1 

completes the client-write operation, if it still holds RDLock_Owner, it releases it.

It is possible that a second thread, say T2, wants to perform a concurrent client-write 

on the same record while T1 is executing its client-write. If T2 has a higher timestamp 

(i.e., comes later in time), our algorithm allows T2 to “ snatch” RDLock_Owner from T1, 

by updating RDLock_Owner. T1 continues execution and can even attempt and grab 

the WRLock. However, as we will see later, T1 will not be able to update the local record 

to a stale value. The benefit of snatching RDLock_Owner is that it will ensure that T2’s 

completion will not be delayed by T1’s completion. T2 is the only thread that can release 

RDLock_Owner. When it does, the record can be read by other threads.

Logical Timestamps.  In our design, each data record in the volatile local memory of a 
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node keeps three logical timestamps [45]: volatileTS, glb_volatileTS, and glb_durableTS 

(Figure 2(a)). volatileTS describes the record’s version in the local volatile memory; 

glb_volatileTS describes the record’s global version in the machine-wide volatile memory as 

determined by the consistency model; and glb_durableTS describes the global version in 

the machine-wide non-volatile memory as determined by the persistency model. As shown 

in Figure 2(b), each timestamp is a tuple with a node identifier (node_id) and a version 

number.

When a node initiates a client-write, it generates a new timestamp for the write. The 

timestamp’s node_id is set to the Coordinator node ID, while the version is set by reading 

the volatileTS version of the record in the Coordinator node and adding one (without 

updating volatileTS). The resulting timestamp is included in a field called TS𝑊𝑅 in all the 

messages sent for this client-write. Moreover, TS𝑊𝑅 is eventually applied to the timestamp 

metadata of the record in all the nodes (including the Coordinator). Specifically, in any 

node, as soon as the volatile record is updated, the volatileTS is set to TS𝑊𝑅. Similarly, 

once the volatile record is updated across all replicas, the glb_volatileTS is set to TS𝑊𝑅, 

and when the durable record is updated across all replicas, the glb_durableTS is set to 

TS𝑊𝑅. Note that TS𝑊𝑅 is unique for a write transaction.

Writes to the same record are ordered from older to newer based on their timestamp. 

Given two writes, the newer one is the one that has the higher version field or, if the 

versions are the same, the one with the higher node_id.

In our implementation, RDLock_Owner has the same format as a timestamp. Hence, it 

is a tuple of <node_id, version>. When RDLock_Owner is acquired, it is atomically set 

to the client-write’s TS𝑊𝑅. When RDLock_Owner is released, it is atomically set to <-1, 

-1>.

Outdated Writes.  It is possible that, when a Coordinator or a Follower node is about to 

process a write transaction WR1 with timestamp 𝜏1, the volatileTS timestamp of the local 

record already has a newer timestamp 𝜏2, where 𝜏2 > 𝜏1. In this case, we would like to cut 
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WR1 short: return to the client right away and not inform other nodes (if the local node is 

the Coordinator) or return an ACK to the Coordinator right away (if the local node is a 

Follower). In either case, we want to skip updating the record’s volatile and non-volatile 

data.

Before we can do this, however, we need to ensure that the new transaction WR2 that 

renders WR1 obsolete has reached a correct state. There are both consistency and 

persistency concerns. Consider consistency first, recalling that we are only concerned with 

Lin consistency. Before cutting WR1 short, we need to make sure that WR2 has updated 

the volatile record in all the nodes and, therefore, no read will see the value before WR2. 

To ensure this, the Coordinator node for WR2 must have received consistency ACKs from 

all the nodes in the system, and the Follower nodes for WR2 must have received a 

consistency VAL. Note that WR2 has already updated the local volatile record (as 

reflected by the volatileTS). Consequently, if the local node is the Coordinator for WR2, 

before cutting WR1 short, the thread processing WR1 must spin until all the WR2 

consistency ACKs are received from all the nodes. Similarly, if the local node is a Follower 

for WR2, before cutting WR1 short, the thread processing WR1 must spin until the WR2 

consistency VAL has been received. In other words, in both cases, the thread must spin 

until glb_volatileTS in the local record is updated. We define a primitive to perform this 

operation called ConsistencySpin.

A similar analysis is performed for persistency issues, and we define a primitive called 

PersistencySpin. For brevity, we do not discuss the details.

We also define the primitive Obsolete, which compares the timestamp of a client-write 

to the volatileTS timestamp of the local record. If the client-write has an older timestamp, 

the primitive returns true; otherwise, it returns false.
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Figure 3: Detailed algorithm for the <Lin, Synch> model, with the Coordinator on the left 
side and the Follower on the right side. The steps in the algorithm that may change for 
different persistency models are highlighted.
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Figure 4: Differences of Strict, REnf, Event, and Scope persistency over Synch persistency 
(Figure 3). If a letter is not present, it means that the step does not change from Figure 3.

3.2.2 Protocol Algorithm for Writes

The write algorithm is similar in different persistency models. Consequently, we describe 

the algorithm for <Lin, Synch> in detail and then the differences for the rest of the 
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persistency models. Figure 3 shows the algorithmic steps (Coordinator on the left side and 

Follower on the right side) as well as the messages exchanged in the protocol for <Lin, 

Synch>. We use a helper function called “ handleObsolete” (Lines 1-3, 23-25) to run the 

ConsistencySpin and the PersistencySpin. We start by describing the Coordinator steps, 

and then the Follower steps.

Coordinator. When the Coordinator receives a write request WR1 for key (i.e., record) k 

(Line 4), a timestamp TS𝑊𝑅 is generated as explained before. The algorithm first checks if 

WR1 is Obsolete (Line 5). If the check returns true, it means that there is another 

outstanding write WR2 to the same record that is more recent. Hence, WR1 should be 

skipped and execution should return to the client. Before doing so, however, the algorithm 

calls handleObsolete (Line 6), which performs the ConsistencySpin (Line 2) and 

PersistencySpin (Line 3) operations.

If WR1 is not obsolete, it proceeds to perform a “ Snatch RDLock” operation on key k 

(Line 8), which consists of the following: (i) if RDLock is free, WR1 grabs the lock; (ii) if 

RDLock is taken by an older write, WR1 snatches the RDLock from it; and (iii) if RDLock 

is taken by a younger thread, WR1 simply continues without grabbing the RDLock. This 

third case is fine because, in the presence of a younger write, we will see that WR1 cannot 

create an inconsistent state. What is important is that the RDLock be held by the 

youngest concurrent WR transaction to the record at a time, and that the owner of the 

RDLock is the one that later releases it. With such arrangement, read transactions to the 

record are prevented from proceeding concurrently with LLC updates, and LLC updates 

always produce a consistent state. Note that if WR1 successfully grabs the RDLock, a 

younger client-write WR2 may later snatch the RDLock from WR1; as we will see, 

correctness is guaranteed in all cases.

At this point, WR1 spins until it is able to grab the WRLock of key k (Line 9). Obtaining 

WRLock is essential because WR1 is about to perform a local-write to the record. Before 

performing the local-write, WR1 performs a final timestamp check (Line 10) to see if, since 
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Line 5, WR1 has become obsolete. If WR1 remains the latest write, the algorithm sends the 

INV messages (Line 11) to all Followers and updates the local, volatile state of the record in 

the LLC (Line 12). When the local volatile state is updated, the local volatileTS (not shown) 

is also updated. After these steps, the WRLock is released (Line 13). Instead, if WR1 has 

been made obsolete by another client-write, WR1 first releases the WRLock (Line 15) and 

then calls handleObsolete (Line 16). Releasing WRLock as soon as possible improves 

performance, as a concurrent write can grab it while WR1 performs additional operations. 

Holding the WRLock is not needed when handleObsolete() is invoked.

If INVs were sent (Line 17), the update is persisted to non-volatile memory (NVM) 

(Line 18). Moreover, the thread spins until all ACKs are received (Line 19). Note that, while 

the volatile state is always updated in increasing order of write TS𝑊𝑅, the NVM can be 

updated by writes out of order. This is acceptable because we use a log structure for the 

persists.

When all ACKs are received, we know that the consistency and persistency 

requirements are satisfied across all nodes, hence the glb_volatileTS and glb_durableTS 

are also updated. Therefore, if WR1 remains the RDLock_Owner (which means that there 

is no other more recent write to the same record in the node), the read lock can be released 

(Lines 20-21). Finally, if INVs were sent earlier (in Line 11), VALs are now sent to all Followers 

(Line 22), which mark the completion of the write transaction. After this step, execution 

returns to the client.

Follower. When a Follower receives the INV for a write request WR1 to key k and 

timestamp TS𝑊𝑅 (Line 26), the algorithm performs the following steps. First, it checks if 

WR1 is obsolete (Line 27). If so, it calls handleObsolete (Line 28 and Lines 23-25), and then 

responds to the Coordinator with an ACK (Line 29) as if the write was done. This completes 

the transaction for an obsolete WR1 (Line 30). A VAL will be received later on but will be 

discarded.

If WR1 was not obsolete, the algorithm executes similar steps as in the Coordinator 
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(Lines 31-38), namely, WR1: (i) performs a “ Snatch RDLock” operation on key k, (ii) grabs 

the WRLock, (iii) checks again if WR1 is obsolete and it either updates the local state in 

the LLC (and the volatileTS) and releases the WRLock, or releases the WRLock and 

invokes handleObsolete. Then, if the LLC was updated (Line 34), WR1 persists the update 

to NVM (Line 39). Next, WR1 responds to the Coordinator with an ACK, signifying that 

the write is performed consistency- and persistency-wise (Line 40).

Read transactions in the Follower node cannot yet see WR1’s update. Only after the 

Follower receives the VAL message from the Coordinator (Line 41) can the owner of the 

RDLock release it (Lines 42-43). Upon the release of the RDLock, any read transaction can 

read the key. Furthermore, at this point, the glb_volatileTS and glb_durableTS are also 

updated to reflect that the write is performed in all the replica nodes consistency- and 

persistency-wise.

3.2.3 Algorithm for Writes for Other Persistency Models

In Figure 3, we highlight with a shade and a letter some steps of the <Lin, Synch>

algorithm. These are the steps that may change as we keep Lin consistency but move to 

other persistency models. All other steps remain unchanged. As explained in Chapter 2, 

some models have different INV, ACK, and VAL messages for consistency and persistency 

enforcement.

Figure 4 shows the changes to the algorithm for the combinations of Lin consistency 

and other persistency models. The text next to a letter in Figure 4 replaces the text next 

to the same letter in Figure 3.

For <Lin, Strict> Coordinator (Figure 4(i)), instead of using ACKs and VALs, the 

Coordinator spins for ACK_Cs in Step e and then, in Step f, sends VAL_Cs, spins for 

ACK_Ps, and sends VAL_Ps. Similarly, at the Follower side (Figure 4(ii)), instead of 

ACKs, the Follower sends ACK_Cs and ACK_Ps. First, if the received client-write is 

obsolete (Line 27), the algorithm performs ConsistencySpin(), sends ACK_C, and then 
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performs the PersistencySpin() and sends ACK_P (Line 29). If the client-write is not 

obsolete, after the LLC is updated, ACK_C is sent, and after the update is persisted to 

NVM, ACK_P is sent. Later, after VAL_C is received, the RDLock is released. Finally, 

after VAL_P is received in Step m, the write operation completes.

For the rest of the models, persisting the update to NVM is performed outside of the 

critical path. Consequently, Step d in the Coordinator (Line 18) is changed to persist NVM 

in the background, but line Line 39 in the Follower needs no change because the operation is 

not in the critical path: ACK_C has already been sent.

In <Lin, REnf> (Figure 4(iii)), Step e of the Coordinator involves waiting for all 

ACK_Cs and then returning to the client. In the meantime, ACK_Ps will arrive. When 

all ACK_Ps are received, the RDLock is released and the VALs are sent. At the Follower 

side (Figure 4(iv)), the only difference compared to Strict is that, since there is only one 

type of VAL, there is no change for Step l and there is no Step m.

In the rest of the models, the algorithm does not need to perform PersistencySpin() in 

Step a or Step h. This is because, in these weak models, accesses do not need to stall for 

the persist of prior writes that are still outstanding. However, ConsistencySpin() remains 

because of the Linearizable consistency.

In <Lin, Event> (Figure 4(v)), Step e of the Coordinator involves waiting for all 

ACK_Cs. After that, the RDLock is released and then, in Step f, VAL_Cs are sent before 

returning to the client. In this model, persistency will happen eventually and, therefore, 

there is no message exchange to track persistency. At the Follower side (Figure 4(vi)), in 

all cases, the Follower sends ACK_Cs. Later, it receives a VAL_C. No persistency-related 

messages are exchanged.

In <Lin, Scope>, the protocol steps are similar to <Lin, Event>, although the message 

names are different. In addition, there is the new [PERSIST]sc transaction, shown in boxes 

without letters in Figures 4(vii) and (viii). The [PERSIST]sc transaction for scope sc 

consists of the following messages. The Coordinator sends the [PERSIST]sc to its 
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Followers, spins until it receives all the [ACK_P]sc, and finally sends the [VAL_P]sc to its 

Followers, marking the end of the [PERSIST]sc transaction. A Follower, when it receives 

the [PERSIST]sc, it completes persisting all the WR operations inside scope sc and the 

[PERSIST]sc request itself, and then responds with an [ACK_P]sc to the Coordinator. 

Later, it receives [VAL_P]sc, which terminates the [PERSIST]sc transaction.

3.2.4 Protocol Algorithm for Reads

Like write operations, read operations can be initiated from any node. Since, in our 

environment, all records are replicated in all nodes, all read operations are satisfied locally. 

A read operation to a record is only stalled when the record’s RDLock is taken by a write. 

Once the RDLock is free, the read operation can proceed. The handling of read operations 

is the same across all models.

3.2.5 Failure Detection and Recovery

While the DDP designs [16] do not discuss failure detection or recovery, MINOS-B has 

protocol extensions for failure detection and recovery that are similar for all the models 

considered. We assume that nodes can fail due to a crash or network disconnection and 

that, eventually, such nodes are re-inserted back into the cluster.

Failure detection is attained with timeout mechanisms [7], [8] that identify the 

non-responding node(s) (F) and alert all the other nodes. Later, when F is re-inserted back 

into the cluster, we need to bring F’s logs up-to-date. This is done by having a designated 

node send to F a message with the log of all the updates that have been committed since 

the time when F stopped responding. F then applies the updates to its local persistent and 

volatile state. More details of the recovery are left for future work. 
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3.3 MINOS-Baseline Performance

To understand the bottlenecks in the MINOS-B algorithms, we implement and run them 

on a cluster and measure their performance. We run them on a 5-node cluster where each 

node has a Xeon E5-2450 processor running at 2.1 GHz, and keep 5 cores busy per node. 

We use the eRPC [46] library for communication. More details are discussed in §3.6.

We measure the average latency of a write transaction (Figure 3). This is because, in 

our environment, write operations are much costlier than reads. We divide the latency into 

communication and computation times. Communication is the time taken by all the 

messages between hosts in a write transaction. For a given message, communication time 

starts after the sender host has deposited the message in its host send queue in memory, 

and finishes when the message has been deposited in the host receive queue in the memory 

of the receiver node. The communication time then includes the transfer of the message 

from the host send queue through the PCIe bus to the sender NIC, the NIC actions to send 

the message, the transfer of the message through the network, and the equivalent 

operations at the receiving NIC. The rest of the transaction is computation time, and can 

include LLC and NVM accesses.

Roughly speaking, the communication time in a write transaction is seen in Figure 3 as 

the time from when the first INV is sent (Line 11) until when the last ACK is received 

(Line 19), subtracting the average time it takes for a Follower to handle an INV message 

(Lines 26-40). For other models, the communication time may be accounted for slightly 

differently.

Figure 5 shows the average latency of a write transaction broken down into 

communication and computation times for the different <consistency, persistency>

models. We see that the models with the more conservative persistency enforcement have 

higher write latencies. This is mostly because of their higher computation times—which 

are greatly affected by the overhead of persisting a record in the critical path of a write 

operation in the conservative persistency models. In addition, as multiple writes are 
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sometimes trying to access the same record concurrently, locks add overhead.
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Figure 5: Average latency of a write transaction for different <consistency, persistency>
models.

The communication time varies less across models. However, it is the highest 

contributor to the write latency, contributing 51–73% to each model’s total write time. A 

major reason why communication time is so high is that the multiple INV messages in a 

transaction are sent one at a time. Indeed, they are taken one at a time from the send 

queue, transferred along the slow PCIe bus, and then sent out to the network. The same 

happens for the VAL messages. Current NICs lack the support to process batched 

messages or to use (true) broadcasting [47] of messages in the network. As we scale the 

protocols to many nodes, this bottleneck is likely to get worse. 

3.4 MINOS-Offload Design

To reduce the latency of write transactions in MINOS-B, we propose to offload supporting 

the consistency and persistency model protocols from the host CPU to a SmartNIC. Based 

on the characterization of the latency of write transactions from Section 3.3, we propose 

modified algorithms to enforce consistency and persistency models and a SmartNIC 

architecture to support them. We call the algorithms and the SmartNIC architecture 

MINOS-Offload (MINOS-O). MINOS-O substantially reduces both the communication and 

the computation time of write transactions. In this section, we outline the SmartNIC 

architecture, present mechanisms to minimize communication and computation time, and 
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describe the overall MINOS-O algorithms to support <consistency, persistency> models. 

The same SmartNIC design supports all the models discussed in this chapter.

3.4.1 MINOS-O SmartNIC Architecture

The MINOS-O SmartNIC architecture is broadly based on the Mellanox Bluefield Data 

Processing Unit (DPU) [48]. Figure 6(a) shows the top level diagram. Like other 

SmartNICs, MINOS-O includes multiple cores, three levels of caches, a DRAM module, 

and interfaces to the network and the host. The new components that MINOS-O adds are: 

(i) the host interface is augmented with a module that provides some selective cache 

coherence between the L3 cache of MINOS-O and the L3 cache of the host; (ii) the network 

interface includes a module that supports message broadcast; (iii) the NIC has an NVM 

module that includes a durable FIFO queue (dFIFO) for the persistency protocol; and (iv) 

the DRAM module includes a volatile FIFO queue (vFIFO) for the consistency models.

MINOS SmartNIC

Interface to Host

L2 $

core core

L2 $

core core

L2 $

core core

L2 $

core core

DDR
Mem.

Non-
Volatile
Mem.

dFIFO

L3 $

Interface to Network

Network

vFIFO

Host

vFIFO

dFIFO

ACK_P

ACK_C

INV 
data

(a) Top level diagram
(b) Parallel insertion 
of INV data to FIFOs

Message Broadcast 
Module

Selective Coherence 
Module

Figure 6: MINOS-O SmartNIC architecture.

3.4.2 Mechanisms to Improve Performance

We modify the distributed consistency and persistency algorithms of §3.2 to leverage the 

SmartNIC architecture. In this section, we describe the new mechanisms proposed to 
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improve performance.

1. Offloading Operations to the SmartNIC.  We offload the execution of most of the 

Coordinator and Follower write algorithms of Figure 3 from the host to the SmartNIC 

(SNIC). Figure 7 shows the high-level operation. The algorithm changes little from that in 

Figure 3. On the Coordinator side, the host starts the write transaction (Lines 1-8 in 

Figure 3). After snatching the RDLock, it sends the multiple INVs to the SmartNIC. The 

SmartNIC takes over starting at Line 9 and executes the rest of the algorithm. Every time 

an ACK is received, it is passed to the host. Once the SmartNIC has received all of the 

ACKs, it proceeds to release the RDLock and send the VALs.

Coordinator Follower
HostSNIC

INV

ACK

RDLock
lock

VAL

RDLock
unlock

Host SNIC
Write

RDLock
lock INV

INV

ACK

Return
Write VAL

RDLock
unlock

ACK

Figure 7: Offloading operations to the SmartNIC.

In the Follower, all the operations (Lines 23-44) are performed in the SmartNIC. The host 

is not invoked. Note that a SmartNIC can reject a request from its local host or from the 

network if it runs out of resources.

With this support, MINOS-O reduces the data and control transfers between SmartNIC 

and host in the Follower and, to a lesser extent, in the Coordinator. The result is that both 

the communication and the computation overheads of write transactions in Figure 5 

decrease.

2. Coherence between Host and SmartNIC.  When we offload some operations of the 
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algorithm to the SmartNIC, we need to ensure that data which can be accessed 

concurrently by host and SmartNIC is kept coherent. MINOS-O enables fast sharing of 

some data structures by keeping them coherent between host and SmartNIC in hardware.

There are only four types of data structures that need to be kept coherent. They are 

four of the metadata fields of data records shown in Figure 2(a): RDLock_Owner, 

volatileTS, glb_volatileTS, and glb_durableTS. The WRLock is not included because, as 

we will see, MINOS-O does not use it.

Recall that RDLock_Owner (also called RDLock for short) for a record in a node is set 

when there is at least one ongoing write transaction to the record locally. As shown in 

Figure 7, there are four places in a write transaction where either the host or the 

SmartNIC can update RDLock. In addition, when a host receives a read transaction, it 

needs to check RDLock. MINOS-O enables fast access by providing coherence in hardware.

The volatileTS, glb_volatileTS, and glb_durableTS timestamps of a record are set in 

the Coordinator and Follower algorithms when the record in local volatile storage is 

updated, when the consistency of the record is enforced across all replicas, and when the 

persistency of the record is enforced across all replicas, respectively (§3.2.2). In MINOS-O, 

the code that updates these timestamps is executed by the SmartNIC.

These timestamps are read when the algorithm checks for the obsoleteness of a write 

(i.e., Obsolete(TS𝑊𝑅)) and when performing the consistency and persistency spinning (i.e., 

handleObsolete()) (§3.2.2). In MINOS-O, the code that reads these timestamps is executed 

by the host and by the SmartNIC.

To provide hardware coherence for these four data structures, MINOS-O places them in 

a special range of addresses mapped to a small on-chip memory in both host and 

SmartNIC. A dedicated bus supports MSI snoopy coherence between these two memories. 

This hardware is logically placed in the Selective Coherence Module of Figure 6(a).

3. Message Batching and Broadcasting.  A source of overhead in distributed 

protocols that replicate data in multiple nodes is that, on a write operation, messages have 
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to be sent to update all the replicas. MINOS-O minimizes this overhead by supporting two 

mechanisms that have been proposed in other contexts. The first one focuses on 

minimizing the many messages that the Coordinator’s host and SmartNIC exchange 

through the slow PCIe bus. Indeed, as shown in Figure 7, the host sends as many INV 

messages as Followers, and the SNIC responds with as many ACKs as Followers. To reduce 

this overhead, MINOS-O performs batching [24], [49], [50], whereby the host sends a single 

INV message with information about which nodes should receive it, and the SmartNIC 

responds with a single ACK message when it has received all the ACKs. Later, the 

SmartNIC sends the VALs without host involvement.

The second mechanism addresses the SmartNIC overhead of preparing and sending the 

same INV and VAL messages to multiple Followers. Rather that considering these 

messages as completely different messages, MINOS-O provides special hardware and an 

RDMA verb [47] that broadcasts a message. Specifically, the SmartNIC deposits an INV or 

VAL message into the Send Buffer only once, and fills a Destination Map register. Then, 

an FSM broadcasts the message to all the destinations. This hardware is logically placed in 

the Message Broadcast Module of Figure 6(a). In contrast, the baseline approach requires 

depositing the same message on the Send Buffer multiple times.

4. Eliminating Write Locks.  In the Coordinator and Follower algorithms of Figure 3, 

a thread must grab the WRLock for a record before it can update the local version of the 

record in local volatile memory. Grabbing the WRLock is needed for two reasons. First, it 

prevents record corruption when more than one thread are trying to update the same 

record concurrently. Second, locking is also needed to safely identify an obsolete write to 

the local volatile memory (thanks to the Obsolete(TS𝑊𝑅) check), and avoid it.

Note that the update to the local non-volatile log is outside the WRLock critical 

section. The reason is that updates are deposited into the log in an atomic fashion. It is 

possible that entries are inserted into the log in an out-of-order manner, therefore creating 

obsolete entries. However, correctness is maintained because, before the log entries are 
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applied to the non-volatile database, they are checked for obsoleteness.

Spinning on, grabbing, and releasing the WRLock adds overhead. To eliminate this 

overhead, MINOS-O adds special hardware that serializes the updates to the same record 

in the local volatile memory and skips obsolete updates to the local volatile memory. This 

hardware is the vFIFO queue. There is also the dFIFO queue that persists the updates 

locally in the SmartNIC, avoiding the need to push them to the host in the critical path. 

Both vFIFO and dFIFO queues are shown in Figure 6(b).

When a thread executing the Coordinator algorithm wants to write to a record, rather 

that grabbing the WRLock, it directly checks whether the write is obsolete. If it is not, the 

SmartNIC sends the INVs and writes to the vFIFO queue atomically and to the dFIFO 

queue atomically. When the hardware dequeues an entry from the vFIFO queue in the 

background, it checks for obsoleteness before updating the LLC. If the entry is not 

obsolete, a DMA operation pushes the update to the host’s LLC. Dequeueing can be done 

in parallel for updates to different records. When the hardware dequeues an entry from the 

dFIFO, it pushes it to the host NVM log. A thread cannot proceed to unlocking the 

RDLock until (1) the update has drained from the vFIFO to the LLC, and (2) all the 

ACKs have been received. There is no need to wait for the update to drain from the 

dFIFO because the update is already durable.

When a thread executing the Follower algorithm in the SmartNIC wants to write to a 

record, the process is similar. First, it checks whether the update is obsolete. If it is not, it 

writes to the vFIFO queue atomically and to the dFIFO queue atomically. Finally, it sends 

the ACK. When the hardware dequeues the entry from the vFIFO queue, it checks for 

obsoleteness before updating the LLC; when the hardware dequeues an entry from the 

dFIFO, it pushes it to the host NVM log. After the update has drained from the vFIFO 

and the VAL has been received, the thread can proceed to unlocking the RDLock.
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3.4.3 Overall MINOS-O Algorithms

When all the mechanisms are applied together, we obtain the MINOS-O algorithm. 

Figure 8(a) shows the message exchanges of the MINOS-O algorithm for a write and a read 

using the <Lin, Synch> model. As shown in the figure, for a client-write, the Coordinator 

host grabs the RDLock and sends a batched INV message to its SNIC. The SNIC 

broadcasts the INV message to all the Followers. Afterwards, the SNIC enqueues the 

update in vFIFO and dFIFO. Later, when all the corresponding ACKs are received, the 

Coordinator’s SNIC sends a batched ACK to the host, which marks the end of the 

client-write operation. After the corresponding data entry is drained from vFIFO, the 

SNIC releases the RDlock and broadcasts the VALs to all the Followers.

Figure 8(a) also shows that, in a Follower, when the SNIC receives an INV, a thread 

grabs the RDLock, enqueues the update in vFIFO and dFIFO, and returns an ACK. Later, 

when the Follower receives a VAL and the corresponding data entry is drained from 

vFIFO, the Follower releases the RDLock. In both Coordinator and Follower, a client-read 

can only proceed when the RDLock is free.

Figure 9 shows the detailed MINOS-O algorithm for the Coordinator and Follower for 

<Lin, Synch>. The algorithm is organized as Figure 3 with the four MINOS-O 

optimizations applied.

3.4.4 Supporting Other Persistency Models

Figures 8(b)–(e) show the algorithms for the other persistency models. They are similar to 

<Lin, Synch> except for the following differences. First, ACKs and VALs can be for 

consistency (ACK_C, VAL_C) or persistency (ACK_P, VAL_P). Second, different 

models have slightly different logic, as discussed in Section 3.2.3 and shown in Figure 4. 

For example, different algorithms use different conditions to release the RDLock in the 

Coordinator and in the Follower, and to return to the client.

Note that, in some cases, we have separated the enqueuing to the vFIFO from the 
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Figure 8: Timeline of the MINOS-O algorithms for consistency and persistency models using 
SmartNICs (SNICs).

enqueuing to the dFIFO. We do this when only the enqueuing to the vFIFO is in the 

critical path and, therefore, waiting for the slower enqueuing to the dFIFO in the critical 

path in unnecessary. For the [PERSIST]sc command of the <Lin, Scope> model, we do 

not include the bookkeeping operations in the volatile and non-volatile memory in order to 

simplify the picture. 

3.5 Protocol Verification

To verify the correctness of the MINOS-B and MINOS-O protocols, we use the TLA+ 

formal specification and verification language, and model-check the protocols in TLC [51]. 

Our TLA+ work draws upon the Hermes [8] TLA+ design. With TLA+, we specify all the 
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Figure 9: MINOS-O algorithm for <Lin, Synch>.

states and possible actions from all the states, and then check that certain correctness 

conditions hold. We model-check all <consistency, persistency> models analyzed.

Table 1 shows the correctness conditions checked for all the <consistency, persistency>

models analyzed. We first check two concurrency conditions: no deadlock and no livelock. 

Next, for data consistency correctness, we check three invariants related to the values of the 

volatileTS and glb_volatileTS metadata of records. Next, for data persistency correctness, 

we check two invariants involving the value of glb_durableTS. Finally, we perform a set of 

type checks that ensure: a) only legal messages are sent, b) record metadata and locks take 

only legal values, and c) bookkeeping data in write operations take only legal values.

3.6 Methodology

We evaluate MINOS-B using a distributed machine. Since the proposed MINOS-O 

hardware does not exist, we evaluate MINOS-O and also MINOS-B (for comparison) using 

a simulated distributed machine.
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 1. Concurrency Checks
 Absence of deadlocks and livelocks.
 2. Consistency Checks
 a) When a record is read-unlocked in all nodes, the volatileTS and
 glb_volatileTS of the record are the same across all nodes.
 b) When all ACKs for consistency have been received for a write to
 a record, the volatileTS of the record is the same across all nodes.
 c) When not all ACKs for consistency have been received for a write to
 a record, the glb_volatileTS of the record is the same across all nodes.
 3. Persistency Checks
 a) When a record is read-unlocked in all nodes, the glb_durableTS
 of the record is the same across all nodes.
 b) When not all ACKs for persistency have been received for a write to
 a record, the glb_durableTS of the record is the same across all nodes.
 4. Type Checks
 a) Each message ∈ {INV, ACK, ACK_C, ACK_P, VAL, VAL_C,
 VAL_P, [INV]sc, [ACK_C]sc, [ACK_P]sc, [VAL_C]sc, [VAL_P]sc,
 [PERSIST]sc}
 b) Record metadata:
 i) For volatileTS, glb_volatileTS, and glb_durableTS:
 version ∈ {0...(MAX_VERS-1)}, node_id ∈ {0...(MAX_NODES-1)}
 ii) For RDLock_Owner:
 version ∈ {-1...(MAX_VERS-1)}, node_id ∈ {-1...(MAX_NODES-1)}
 iii) WRLock ∈ {0, 1}
 c) Bookkeeping: ∀ node_id,
 {RcvedACK_SenderID[node_id], RcvedACK_C_SenderID[node_id],
 and RcvedACK_P_SenderID[node_id]} ∈ {0...(MAX_NODES-1)
\ node_id}

Table 1: Conditions checked using TLA+ for all the <consistency, persistency> models 
analyzed.

Distributed Machine.  We implement MINOS-B in a 5-node cluster provided by 

CloudLab [52] with the parameters shown in Table 2. Since we do not have access to a 

modern persistent memory device, we use information from prior works [16], [53], [54] and 

assume 1295ns to persist 1KB of data. One way to exchange messages between nodes is to 

use one-sided Remote Direct Memory Access (RDMA), which is the state-of-the-art 

paradigm for server-to-server communications in datacenters [55], [56], [57], [58]. However, 

in our protocol, a message received by a node performs multiple operations before 

triggering a response to the requester node. Using RDMA would require multiple messages 

to perform these multiple operations, resulting in performance overhead. Hence, we instead 

use eRPC [46], [59] for communication, which provides performance similar to RDMA.

This distributed machine was used in the experiments of Section 3.3 and to calibrate 
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 Number of nodes  5
 CPU per node  Xeon E5-2450 (5 cores, 2.1 GHz)
 Main memory per node  16GB of DRAM (DDR3-1600)
 NIC per node  Mellanox MX354A FDR CX3
 Emulated NVM per node  1295 ns to persist 1KB of data

Table 2: Distributed machine running MINOS-B.

the parameters of the simulated distributed machine.

Simulated Distributed Machine.  The simulator we use is SimGrid [60], [61], which is 

an accurate and scalable simulator for distributed systems. We model a distributed 

architecture similar to the CloudLab one with 2, 4, 5 (default), 6, 8, 10, or 16 nodes. The 

various access latencies of the memory hierarchy of the host are set based on measurements 

of the CloudLab system. The various overheads and latencies in the SmartNIC are set 

based on measurements of the BlueField-2 HDR100 100Gb/s SmartNIC [62] of the Thor 

cluster at the HPC-AI Advisory Council Cluster Center [63]. Other parameters of the 

SmartNIC and of the communication between SmartNIC and host or between SmartNICs 

are obtained from the literature [25], [64], [65] or from measurements on the CloudLab 

system.

Some parameters used in the simulator are shown in Table 3. The synchronization 

latency is the average latency to perform a compare-and-swap. The table also shows the 

latencies to send an INV and an ACK message. Further, it shows the time between 

consecutive messages when sending the same INV to a set of Followers without 

broadcasting.

In addition to running the MINOS-O algorithms on the simulated distributed 

architecture, we also run the MINOS-B algorithms on a simulated model of the CloudLab 

distributed machine. With our parameters, MINOS-B performs similarly in both the real 

and the simulated machine.

Workloads Used.  To support our proposed metadata format (Figure 2), we implement 

our own key-value store, named MINOS-KV. Requests are generated using a C++ version 
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 Number of Nodes  2, 4, 5 (default), 6, 8, 10, or 16
 Node  Host  SmartNIC
 Number of Cores  5  8
 Core frequency  2.1 GHz  2 GHz
 Synchronization latency  42 ns  105 ns
 Communication Link  Latency  BW
 PCIe between Host and SmartNIC  500 ns [25]  6.25 GB/s [64]
 Network link between SmartNICs  150 ns  7 GB/s [65]
 MINOS-O Parameters
 vFIFO & dFIFO latency (wr 1KB)  465 ns and 1295 ns
 vFIFO & dFIFO size  5 and 5 entries
 Send one INV and send one ACK  200 ns and 100 ns
 Time between consecutive msgs  100 ns (with no broadcast support)

Table 3: Parameters of the simulated system.

of Yahoo! Cloud Serving Benchmark (YCSB) [66], [67]. The back-end in-memory 

application used is a Hashtable [3].

We use various workloads with different write and read ratios. The database of each 

node has 100,000 records. The default workload uses a zipfian distribution for keys, has 

50% write and 50% read operations, and issues 100,000 requests per node. We use a record 

size of 1KB, which is the default in YCSB. In some experiments, we use the DeathStar [68] 

benchmark suite for microservices.

All nodes contain replicas of all records. Therefore, all write operations initiated in a 

node need to be propagated to all other nodes. Read operations are always local. 

3.7 Evaluation

In this section, we compare MINOS-B and MINOS-O under a variety of conditions, 

evaluate the impact of the MINOS-O optimizations, and perform a sensitivity analysis of 

some parameters. We compare these two designs as if a MINOS-O SmartNIC was available 

and a company was able to incorporate it to enhance its baseline design. An alternative 

comparison would involve starting with an enhanced baseline design that has the same 

total hardware as MINOS-B. Specifically, since MINOS-O adds 8 additional cores in the 

SmartNIC, this iso-hardware comparison would enhance MINOS-B with 8 additional cores 

per host. We leave such an iso-hardware comparison to future work.
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3.7.1 Comparing MINOS-B and MINOS-O

Figure 10 compares the latency and throughput of client writes (a) and client reads (b) 

under various conditions in MINOS-B and MINOS-O. In each chart, the latency is 

represented with bars and is measured in the left Y-axis, while the throughput is 

represented with triangles and is measured in the right Y-axis. The bars/triangles are 

organized in groups corresponding to the different <consistency, persistency> models. For 

each model, the different bars/triangles correspond to workloads with 20%, 50%, 80%, and 

100% of writes or reads. In each figure, the bars and triangles are normalized to MINOS-B 

with <Lin, Synch> and 50% writes or reads.
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Figure 10: Normalized latency (bars and left Y-axis) and throughput (triangles and right 
Y-axis) of writes (a) and reads (b) for MINOS-B and MINOS-O for different workloads.

Consider the write transactions first (Figure 10(a)). For all the workloads and 

<consistency, persistency> models, MINOS-O typically reduces the average write latency 
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by 2-3x over MINOS-B, and increases the average write throughput by 2-3x over 

MINOS-B. These are major improvements. Also, MINOS-O is much less sensitive to the 

persistency model than MINOS-B. In addition, as the fraction of writes increases, 

MINOS-O’s throughput increases, but its latency barely changes. In contrast, MINOS-B’s 

throughput typically improves little with higher fraction of writes. Overall, MINOS-O is a 

high performance scheme, robust to changes in consistency and load.

Consider now read transactions (Figure 10(b)). The trends are similar. MINOS-O often 

reduces the average latency by 2x or more over MINOS-B, and increases the average 

throughput by 2x or more over MINOS-B. For both schemes, as the fraction of reads 

increases, the read latency decreases and the throughput increases. This is due to the high 

cost of writes.

On average across models and workloads, MINOS-O’s write and read latency are 2.1x 

and 2.2x lower than MINOS-B’s, respectively; MINOS-O’s throughput is 2.3x higher than 

MINOS-B’s for both writes and reads.

3.7.2 Comparison for Different Node Counts

Figure 11 compares the latency and throughput of client writes (a) and client reads (b) in 

MINOS-B and MINOS-O for different node counts (2, 4, 6, 8, and 10). The figure is 

organized as Figure 10. In each figure, the bars and triangles are normalized to MINOS-B 

with <Lin, Synch> and two nodes.

We again see the effectiveness of MINOS-O. As the number of nodes increases, 

MINOS-O rapidly increases the throughput, while keeping latency increases modest (for 

writes) or non-existing (for reads). The write latency increases are due to higher 

contention. In contrast, as the number of nodes increases, MINOS-B increases the latency 

quickly and is typically unable to improve the throughput.

On average across models and node counts, MINOS-O’s write and read latency are 2.3x 

and 3.1x lower than MINOS-B’s; MINOS-O’s throughput is 2.4x higher than MINOS-B’s 
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Figure 11: Normalized latency (bars and left Y-axis) and throughput (triangles and right 
Y-axis) of writes (a) and reads (b) for MINOS-B and MINOS-O for different node counts.

for both writes and reads.

3.7.3 Comparison for Real Applications

We compare the end-to-end latency of running DeathStar [68] functions on MINOS-B and 

MINOS-O. We evaluate the Login function of the UserService microservice in the Social 

Network and Media Microservices applications. In each SET and GET operation, we 

invoke our client-write and client-read algorithm, respectively. We assume a node-to-node 

round-trip latency of 500𝜇s, which has been measured in datacenters [69]. We model a 

cluster with 16 nodes.

Figure 12 shows the end-to-end latencies for MINOS-B and MINOS-O. The bars are 

grouped by <consistency, persistency> model. For each model, there are bars for the two 

functions and for MINOS-B and MINOS-O. The bars are normalized to <Lin, Synch>
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MINOS-B and Social. From the figure, we see that MINOS-O reduces the end-to-end 

latency across the board. On average, it reduces the end-to-end latency by 35%.
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Figure 12: End-to-end latency of real applications.

3.7.4 Evaluating the MINOS-O Optimizations

To evaluate the impact of the MINOS-O optimizations of §3.4.2, we group them into three 

groups: (i) offloading operations to the SmartNIC plus supporting coherence between host 

and SmartNIC, and eliminating write locks; (ii) message batching; and (iii) message 

broadcasting. The first group, called Combined, combines three optimizations because 

applying them separately is sub-optimal. Also note that batching can only be beneficial if 

Combined is applied first.

Figure 13 compares the average write latency of a workload that issues only client write 

operations for different architectures: MINOS-B, MINOS-B plus broadcast, MINOS-B plus 

batching, MINOS-B plus Combined (represented as Offl+Coh+WRLock), MINOS-B plus 

Combined and broadcast, MINOS-B plus Combined and batching, and MINOS-O. The 

bars are normalized to MINOS-B and the evaluated model is <Lin, Synch>.

We see that augmenting MINOS-B with broadcast or batching has no noticeable effect. 

However, augmenting MINOS-B with the Combined optimization is very effective: the 

write latency goes down by 43.3%. The reasons are the high efficiency of operation 

execution in the SmartNIC and the reduced number of host-SNIC communications. Taking 
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Figure 13: Impact of the MINOS-O optimizations.

this design and adding broadcast barely affects the write latency, as the system is already 

quite efficient. On the other hand, taking MINOS-B with the Combined optimization and 

adding batching slows the execution. The reason is that, as a batched message arrives at 

the SmartNIC, the latter has to unpack it, which adds overhead. However, if we add all the 

optimizations (creating MINOS-O), batching is beneficial because, with broadcast, the 

message does not need to be unpacked. Overall, MINOS-O reduces the average write 

latency by 50.7% over MINOS-B.

3.7.5 Sensitivity Analysis

In this section, we perform a sensitivity analysis of different MINOS-O parameters. We use 

a workload with 50% writes and 50% reads running with <Lin, Synch>, and measure the 

average write latency. Figure 14 shows the normalized write latency of MINOS-O as we 

vary the FIFO size. The figure shows bars for 1, 2, 3, 4, 5, and 100 entries in each of 

vFIFO and dFIFO. The bars are normalized to the MINOS-O write latency with an 

unlimited number of FIFO entries. We see that, with 3-5 entries, one attains the same 

average latency as with an unlimited number of them.

Figure 15 compares the average execution time of a write in MINOS-O and MINOS-B. 

Specifically, it shows the write transaction speedup of MINOS-O over MINOS-B under 
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Figure 14: Sensitivity to FIFO size.

different values of persist latency, key distribution, and database size. In the first set of 

bars, we vary the time it takes to persist a 1KB record from 100ns to 100𝜇s. These values 

are selected to represent current and future durable mediums. For example, today, 

persisting a 64B cache line to NVM takes about 100 ns [53], and persisting a block to SSD 

takes about 100 𝜇s [70]. We can see that MINOS-O speeds-up write transactions in all 

cases. The speedups increase with the persist latency and are, on average, 2.2x.
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Figure 15: Sensitivity to other parameters.

In the second set of bars, we vary the key distribution between zipfian (default) and 

uniform. In general, with zipfian, we would expect more conflicts on the same keys, 

therefore reducing performance. As already mentioned, however, our algorithms can 

support concurrent and conflicting writes in both MINOS-B and MINOS-O. As a result, the 

figure shows that MINOS-O delivers a speedup of 2x over MINOS-B in both distributions.

Finally, in the third set of bars, we vary the database size from 10 records to 100K 
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records. In general, the smaller the database size is, the more the conflicts that are 

expected. Since both algorithms handle conflicting writes well, the changes as we increase 

the database size are minimal. On average, MINOS-O delivers a speedup of 2x over 

MINOS-B. 

3.8 Related Work

Consistency and persistency models. There are several key works in this area. Pelley 

et al. [15] introduce memory persistency models. Ganesan et al. [17] introduce the 

Read-Enforced persistency model. For consistency models, Hermes [8] proposes a leaderless 

design for Linearizable consistency. DDP [16], which is closest to our work, introduces a set 

of combinations of consistency and persistency models and their high-level operation.

NICs in datacenters. NICs can improve performance in datacenters. Caulfield et al. [39] 

use NICs to enable direct communication between pools of FPGAs. FLOEM [24] 

introduces a framework to program NIC-accelerated applications. Some works extend 

RDMA capabilities: Reda et al. [40] support self-modifying RDMA chains, PRISM [41] 

introduces new primitives, and Hyperloop [42] supports distributed transactions. 

RAMBDA [71] offloads CPU tasks into a cache-coherent accelerator that can directly 

interact with RDMA NICs.

Programmable NICs and switches. They are used in datacenters [23], [43]. The 

NetCache [72] and IncBricks [73] switches cache data in the network, and PMNet [74] also 

persists data in the network (whether it is a programmable switch or a NIC). Several works 

optimize/extend existing RDMA primitives using SmartNICs [47], [69], [75], or offload 

storage operations [76]. In SmartNICs, LineFS [77] supports distributed file systems with 

support to persist at the client’s side, TURBO [78] load-balances light-tailed RPCs, and 

Xenic [50] accelerates distributed transactions by maintaining locks and hot data at the 

NIC. iPipe [25] provides a new programming model to offload distributed applications onto 

SmartNICs, and SKV [79] offloads key-value stores to SmartNICs while persisting at the 
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host. MINOS is different from prior works in that it targets offloading both consistency 

and persistency protocols to the SmartNIC, and uses rigorous definitions of consistency 

and persistency models. 

3.9 Conclusion

To enable high-performance, programmable, and durable distributed systems, this chapter 

has introduced detailed distributed algorithms for DDP models. The algorithms support 

Linearizable consistency with five different types of persistency. We call them MINOS-B. 

Then, to improve performance, we redesigned the algorithms to offload them to a new 

SmartNIC architecture. The architecture introduces optimizations such as selective data 

coherence in hardware between host and SmartNIC, message batching, and message 

broadcasting. The resulting algorithms and architecture are called MINOS-O. Our 

evaluation of MINOS-O showed that offloading substantially reduces request latency and 

increases request throughput for various workloads and number of nodes. For example, 

compared to MINOS-B, MINOS-O reduced the average end-to-end latency of two 

microservice functions by 35%. 
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Chapter 4 IASO: Online Incremental Recovery in Leaderless Distributed 

Systems with Different Persistency Models

4.1 Introduction

Distributed storage applications such as key value stores and databases [1], [2], [3] are 

central to today’s cloud infrastructure. To provide high performance and availability, these 

applications replicate data across multiple nodes [4], [6], [7]. Moreover, to enable fault 

recovery, they continuously persist data to non-volatile storage. To decide when an update 

in one node should reach the replicas in other nodes, these systems use different memory 

consistency models [10]; to decide when the replicas in the multiple nodes should be 

persisted, these systems use different memory persistency models [15], [20].

Most distributed storage systems, such as ZooKeeper [26], FaRM [4], and 

RAMCloud [7] are leader-based. This means that, while client reads can be processed by 

any of the nodes in the cluster, client writes can only be processed by a single designated 

node called the Leader. As the leader processes a write, it ensures that the replicas in all 

the nodes are correctly updated and correctly persisted.

A related approach used in transactional [80], [81] and State Machine Replication 

(SMR) [82] systems relies on support for atomic broadcast. Each client broadcasts each 

transaction or operation to all the nodes in the cluster, and transactions/operations are 

totally ordered through a Global ID. Each node then applies each transaction/operation 

locally. While this approach simplifies recovery, it is costly, as it requires additional 

software support for the broadcast primitive, usually through consensus [82].

A recent, higher-performance approach is to organize the cluster as a leaderless 

system [8], [9], [20]. In this approach, both client reads and writes can be processed by any 

individual node in the cluster. A client sends the write request to a single node, which 

enforces that all the replicas are updated and persisted correctly. Leaderless systems are 

attractive, as they can attain superior performance and are intrinsically scalable. However, 
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their implementation is challenging, as the system must support multiple concurrent writes 

initiated by different nodes, while updating replicas and persisting updates following the 

correct consistency and persistency requirements.

Recently, in distributed systems, ensuring resilience has become an increasingly growing 

concern [29], [83], [84], [85], [86]. Both software and hardware failures are becoming more 

frequent. To recover from faults, there are a number of proposed techniques, which use 

logging [87], [88], [89], [90], replication [8], [9], erasure coding [91], or a combination of 

them. However, in today’s environment, it is crucial to deploy light-weight mechanisms that 

recover a system very quickly and with only a small impact on the live nodes’ throughput.

The most efficient way to recover after the failure of a system component (e.g., a node) 

is to perform online incremental recovery. Online means that the recovery is performed 

while the workload continues executing; incremental means that the recovery consists of 

re-applying only the state changes that were missed since the failure. To support online 

incremental recovery, two mechanisms are required. First, the system needs to keep a 

record of the updates that were completed since the failure and apply them to the 

recovering node. Second, these operations need to be supported while the healthy nodes 

continue processing the reads and writes of the workload.

Unfortunately, no leaderless system supports this form of recovery. For example, the 

state-of-the-art Hermes [8] leaderless system performs online recovery, but recovery requires 

a full database transfer to the recovering node, which can take a long time. State-of-the-art 

leader-based systems such as ZooKeeper [26] perform online incremental recovery. 

However, their recovery works with the simpler, lower-performing leader-based protocols.

In addition, recovery in ZooKeeper is not as efficient as it is needed by the increasing 

resilience concerns of cloud clusters. First, during recovery, the leader node performs a 

costly access to its log in persistent storage to retrieve the set of updates missed by the 

recovering node. Second, this resulting set of updates, which is sent to and persisted in the 

recovering node, can contain redundant entries—i.e., multiple updates to the same record. 
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Finally, during recovery, the recovering node does not participate in the protocol of the 

ongoing writes, which further slows down recovery.

To address these limitations, this chapter proposes IASO, the first online, incremental 

recovery scheme for leaderless distributed systems. IASO is a non-transactional system 

optimized for minimal recovery latency and low throughput impact. In addition to 

operating in leaderless environments, IASO introduces three techniques for low overhead 

recovery that could also be used by a state-of-the-art leader-based recovery scheme such as 

ZooKeeper. First, IASO provides to the recovering node all the updates that the latter 

missed with very low overhead. We call this approach Proactive recovery, in contrast to 

Reactive recovery in ZooKeeper. Second, the provided updates contain no redundant 

updates—reducing the overheads of transfer and persistency. Finally, during recovery, the 

recovering node remains active, participating in the protocol of the ongoing writes, which 

speeds-up execution.

This chapter presents IASO’s algorithms for the combination of Linearizable 

consistency and five memory persistency models: Synchronous, Strict, ReadEnforced, 

Eventual, and Scope.

We implement IASO on a 6-node Intel cluster with 7 cores per node. The results show 

that IASO is very effective. In experiments running TAOBench applications [92] under 

Linearizable consistency and Synchronous persistency, IASO recovers the cluster after a 

node failure in 120 milliseconds on average, while reducing the throughput of the running 

workload by an average of only 8.7%. In contrast, the state-of-the-art recovery scheme for 

leaderless systems is non-incremental, and needs 360 seconds to recover, reducing the 

throughput of the system by 16.2% on average. Further, compared to an incremental 

recovery scheme for a leader-based system, IASO reduces the average recovery latency by 

20.7× and the throughput degradation by 62.4%.

The contributions of this chapter are as follows:

• IASO, the first online incremental recovery scheme for leaderless distributed systems.
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• The IASO design for 1 consistency and 5 persistency models.

• The IASO implementation on a 6-node distributed machine.

• An evaluation of IASO. 

4.2 Motivation

To motivate the need for fast recovery after a node failure, we consider the recovery of a 

state-of-the-art leaderless system like Hermes [8], which involves copying the complete 

key-value store from a healthy node to a new node that replaces the one that failed. We 

implement the leaderless Hermes protocol in a 2-node cluster with Xeon E5-2450 CPUs 

(Section 4.7). We refer to the new node as the Recovering node, and the healthy one that 

provides the data as the Recoverer node. We use one-sided RDMA writes to transfer data 

from recoverer to recovering node.

We consider three environments. In DRAM-only, the data is moved from the 

recoverer’s DRAM memory to the recovering’s DRAM memory. This is the design assumed 

in Hermes. In this plot, we assume an environment where reading or writing 256GB of 

DRAM memory with all the related overheads takes about 50 seconds. However, a likely 

more realistic environment would use persistent memory (PM) like Intel Optane [54]1 for 

reliability. In this case, we consider two designs. In DRAM+PM, the data is moved from 

the recoverer’s PM to its DRAM, then sent via RDMA to the recovering’s DRAM, and 

then persisted to the recovering’s PM. In contrast, in PM-only, the data is sent via RDMA 

directly from the recoverer’s PM to the recovering’s PM. We believe DRAM+PM is 

preferable over PM-only because it avoids any inconsistency between DRAM and PM data.

Figure 16 shows the latency of the data transfer, which is the recovery time, as the size 

of the key-value store changes between 1GB–256GB. As the database size grows, the 

recovery latency increases. For a 256GB database, PM-only takes 254s, while DRAM+PM 

1Although Optane is discontinued, other alternatives can be used [93], [94]. For example, Micron demon-
strated a 32 Gb (4 GB) NVDRAM device at IEDM [95], Everspin ships standalone STT-MRAM parts, 
Panasonic and STMicroelectronics continue to advance ReRAM and embedded PCM, and CXL explicitly 
supports emerging persistent media [94].
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takes 360s. These are significant overheads.
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Figure 16: Recovery latency in a state-of-the-art leaderless system.

4.3 Failure Model

Cloud systems are expected to provide high availability. Even brief outages are highly 

undesirable [96], [97], as they can lead to potential financial losses of millions of dollars[98]. 

In this chapter, we assume a scenario where a node in the cluster fails or disconnects, but 

its durable state remains intact and accessible after a short downtime (e.g., seconds to 

minutes). On regaining access, the durable state can be either in the original failed node, 

now back online, or in a replacement node.

The first scenario (i.e., durable state in the original node) can be the result of various 

hardware or software faults [99], [100]. Example hardware faults are internal CPU errors, 

CPU frequency drops, I/O latency anomalies, overheating, or service exceptions. Example 

software faults are kernel crashes, firmware issues, application bugs, misconfigurations, 

memory/resource leaks, or software incompatibilities. This scenario can also be the result 

of regular fleet operations like rack maintenance or software/BIOS updates. These issues 

are frequently addressed through reconnection or reboot [99], [100], [101].

The second scenario (i.e., durable state found in a replacement node) appears when 

hardware replacement is needed to mitigate infrastructure-related errors [102], and may 

require the involvement of an operator [103], [104]. Storage systems are generally resilient 
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to failures, as they include technologies like battery-backed DRAMs [105], [106] and 

eADR [107]. On a node failure, they can be hot-plugged [108], allowing their transfer to a 

healthy node added to the cluster. Finally, datacenters often utilize dedicated storage 

servers [109], which ensure that remote storage remains intact and accessible by a 

replacement node in the event of a compute node failure.

Many of these errors are resolved within minutes. For example, the median restart time 

due to infrastructure issues is 8.6 minutes [102], while the median downtime following a 

crash is 11.43 minutes, with about half of these restarts classified as unplanned [110], [111]. 

Further, thanks to link redundancy, link failures are typically autonomously resolved 

without the need for an operator within a 5-minute time frame [112].

In these scenarios, (i) the ability of the software to access the durable state again as it 

was before the failure, and (ii) the short duration of the downtime, provide an opportunity 

to use high-performance online incremental recovery. The healthy nodes continue executing 

the application as usual—both while the failed node is down and while a node is recovering.

In cases where the durable state of a node is lost or remains inaccessible for an 

extended period, incremental recovery is not feasible. Then, the persistent state of the 

recovering node must be updated with the full copy of the datastore.

We assume that one node in the system runs a Configuration Manager (CM) process 

that regularly sends heartbeat messages to all the other nodes [26], [113]. If a node fails to 

respond within a timeout period, a failure is flagged. In line with prior work [8], [26], [114], 

[115], we assume the CM is fault tolerant. The CM periodically notifies a dedicated 

distributed service. If the service does not hear from the CM node for a while, it relaunches 

a new instance of the CM node. This is a well-established approach to detect node failures.

Other types of failures beyond a node crashing or getting disconnected, such as 

byzantine failures [116] or permanent network partitions, are not supported. We also 

assume that the system addresses silent data corruption by using existing RAS features 

and error-correcting codes in DRAM and network.
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This chapter primarily assumes a single failure in the system at any given time, which 

aligns with prior work [117]. However, we extend our discussion to concurrent failures in 

Section 4.5. 

4.4 IASO: Recovery in Leaderless Systems

IASO is a general and high-performance online incremental recovery scheme for leaderless 

distributed systems. It builds on top of an implementation of MINOS [20] and supports 

multiple memory persistency models. This section describes IASO.

4.4.1 Timeline of Fault Detection and Recovery

To put the operation of IASO in context, Figure 17 shows the timeline of fault detection 

and recovery. Before the IASO recovery algorithm executes, two steps take place: fault 

detection and system reconfiguration to isolate the faulty node. How to perform these 

steps is not a contribution of this chapter, as they have been detailed elsewhere [4], [5], [8]. 

Essentially, faults are detected by the CM through timeouts, and reconfiguration is 

performed by the CM by removing the failed node from the list of live nodes, and 

broadcasting the new list to all the live nodes.

After reconfiguration 2 , the live nodes continue executing the workload, now without 

communicating with the failed node. This period is called the Execution with Fewer Nodes 

(EFN). Then, at some point, a recovering node 𝑅 is identified by the CM 3 . As indicated 

in Section 4.3, 𝑅 may be the node that failed or a new one but, in either case, it contains 

the durable state of the failed node at the point of failure. After 𝑅 is ready to recover, the 

CM changes the configuration again to include 𝑅 in the list of live nodes, and broadcasts it 

to all the live nodes 4 . The Recovery time now starts.
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Figure 17: Fault detection, reconfiguration, and recovery.

4.4.2 Key Ideas and Structures for the IASO Recovery

To perform its recovery, IASO relies on extended definitions of the Durability and Visibility 

points, and on two software structures: the Partially_persisted list and the Missed_updates 

buffer. We describe them next.

4.4.2.1 Durability Point

Prior work [20] defines the Durability Point (DP) of an update in a distributed system as 

the point when the update is pushed to non-volatile storage. In this chapter, we extend the 

concept by defining a Local Durability Point (LDP) for each node. This is the time when 

the update is pushed to local non-volatile storage in that node—e.g., a non-volatile 

memory (NVM) log. Also, we define the Global Durability Point (GDP) as the time when 

the update is persisted in all replica nodes. The GDP is observed by different nodes at 

different times. Since an update has a Coordinator and multiple Follower nodes, we define 

a Coordinator GDP (CGDP) and per-follower Follower GDP (FGDP).

Figure 18 shows the transaction for an update as described in 2.1. It corresponds to the 

<Lin, Synch> model. We show a single Follower but there are multiple Followers since, in 

this chapter, we will assume that a record is replicated in all Followers. The figure shows 

the LDPs, the CGDP, and the FGDPs. The Coordinator reaches its LDP after it has 
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Figure 18: Durability points in an update under <Lin, Synch>.
persisted the update locally. Further, it reaches the CGDP after it has persisted the 

update locally and has received the ACKs from all nodes. A Follower reaches its LDP after 

it has persisted the update locally. It reaches the FGDP after it has received the VAL from 

the Coordinator. Section 4.4.5 describes the LDP, CGDP, and FGDP of the different 

models considered.

4.4.2.2 Visibility Point

Prior work [20] defines the Visibility Point (VP) of an update as the point when the update 

becomes available for consumption. It is equivalent to the DP except that VP deals with 

updates to the volatile storage. Hence, we also define a Local Visibility Point (LVP) per 

node, a Coordinator Global Visibility Point (CGVP), and a per-follower Follower Global 

Visibility Point (FGVP), in a similar manner. Section 4.4.5 describes the LVP, CGVP, and 

FGVP of the different models considered.

4.4.2.3 Partially_persisted List

In a Coordinator or Follower node, a Partially-persisted update is one that has been 

persisted in the local NVM log (and, therefore, has reached the LDP), but has not yet 

reached the CGDP or FGDP, respectively. To identify these updates, we use the GDP 

Flag. Each entry in the local NVM log has a GDP Flag, which is set when the update 
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finally reaches the FGDP (or CGDP).

If a node fails while an update has a clear GDP Flag, the update presents a dilemma 

during recovery, as the recovering node does not know whether the update reached the 

GDP in all the other nodes. Hence, during IASO’s recovery, the recovering node compiles a 

list of all the partially-persisted updates in its NVM log. The list is called the 

Partially_persisted list.

4.4.2.4 Missed_updates Buffer

While a node is down, all the other nodes continue executing the application. Each of them 

keeps buffering all the application updates in a volatile buffer in local memory called 

Missed_updates. This buffer will be used during recovery. We allow each live node to 

generate its own buffer for redundancy and recovery simplicity.

The set of updates in Missed_updates is not the same as in the NVM log. First, the 

NVM log is periodically recycled by pushing its entries to longer-term permanent storage. 

Second, only updates that had their GDP Flag set go to Missed_updates. Finally, in 

Missed_updates, newer updates to a record overwrite earlier updates to the same record.

To prevent excessive DRAM usage, we limit the size of the Missed_updates buffer. 

Once this limit is exceeded, the buffers are discarded and recovery falls back to 

non-incremental recovery.

4.4.3 IASO Recovery Algorithm

After the CM changes the configuration for the second time, adding the recovering node 𝑅, 

and all the nodes are informed ( 4  in Figure 17), recovery starts. The idea behind the 

recovery is simple. 𝑅 needs to ask a statically determined node (called its Buddy node) 

whether the stores in 𝑅’s Partially_persisted list where finally globally persisted. Further, 

𝑅 needs to get from its Buddy node the list of updates in the Buddy node’s 

Missed_updates buffer and apply them locally. During all this process, 𝑅 needs to 
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Figure 19: IASO recovery algorithm.

participate in the commit of application updates initiated by other nodes—although 𝑅

does not accept direct client requests until the recovery is over. Finally, 𝑅 needs to 

synchronize with all the other live nodes to initiate 5  and to terminate 6  the recovery.

Figure 19 depicts the recovery algorithm for the <Lin, Synch> model. Later, in 

Section 4.4.5, we consider the other models. Table 5 describes the messages exchanged in 

the algorithm. The algorithm has three steps.

Model Reach Reach Reach Reach Reach Reach
LVP CGVP FGVP LDP CGDP FGDP

<Lin, Synch> All ACKs re-
ceived

VAL received All ACKs re-
ceived

VAL received

<Lin, Strict> VAL_C re-
ceived

VAL_P re-
ceived

<Lin, REnf> VAL received

 Updated
 local NVM All ACK_Ps 

received VAL received
<Lin, Event>

All ACK_Cs 
received

VAL_C re-
ceived

— — —

<Lin, Scope>

 Updated
 local
 volatile
 memory

All 
[ACK_C]sc’s 
received

[VAL_C]sc 
received

 Updated
 local NVM*

 All [ACK_P]sc’s
 received*

 [VAL_P]sc
 received*

Table 4: Times when an update reaches the different visibility and durability points for 
different models. In the table, “ *” does not correspond to the update but, instead, to the 
PERSIST command that finishes the scope of the update.

Step 1: As soon as the CM completes the second reconfiguration, 𝑅 participates as a 
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 Message  Description

Recov_start  Broadcasted by the recovering node 𝑅 to all live nodes to
 initiate the recovery.

Recov_start_ACK  Sent by live nodes to 𝑅 as a response to Recov_start.

CatchUp_req  Sent by 𝑅 to the Buddy node to request the updates
 it has missed. It includes its Partially_persisted list.

CatchUp_resp
 Sent by the Buddy node to 𝑅. It includes 𝑅’s
 Partially_persisted list marked by the Buddy node and
 the Buddy node’s Missed_updates buffer.

Recov_end  Broadcasted by 𝑅 to all live nodes to complete the recovery.

Table 5: Messages exchanged in the recovery algorithm.

Follower in the protocol of all the updates initiated by other nodes. However, it cannot yet 

take any client requests. We say that 𝑅 acts as a ShadowReplica [8].

In this first step, 𝑅 broadcasts a Recov_start message to all live nodes. Then, it uses its 

local NVM log to compile its Partially_persisted list. In practice, in most cases, the 

Partially_persisted list is empty. Finally, all live nodes respond with a Recov_start_ACK 

message.

Step 2: 𝑅 sends a CatchUp_req message that includes its Partially_persisted list to its 

Buddy node. The Buddy node checks the timestamp 𝑇𝑖𝑛 of each entry in such 

Partially_persisted list against the timestamp 𝑇𝑐𝑢𝑟𝑟 of the corresponding record in the 

Buddy node’s volatile datastore state. Three cases are possible. If 𝑇𝑐𝑢𝑟𝑟 is equal to 𝑇𝑖𝑛, the 

entry in the Partially_persisted list is marked as globally committed. If 𝑇𝑐𝑢𝑟𝑟 is less than 

𝑇𝑖𝑛, the entry in the Partially_persisted list is not marked because the update never 

committed. Finally, if 𝑇𝑐𝑢𝑟𝑟 is higher than 𝑇𝑖𝑛, a later update to the record has committed. 

Since such update must be in the Missed_updates buffer, there is no need to mark the 

entry in the Partially_persisted list as committed.

Then, the Buddy node responds to 𝑅 with a CatchUp_Resp message with: 1) the 

marked Partially_persisted list and 2) the contents of the Buddy node’s Missed_updates 

buffer.

Step 3: When 𝑅 receives CatchUp_Resp, it applies locally the marked updates from the 

received Partially_persisted list, and the updates from the received Missed_updates buffer. 
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The updates are applied to both volatile memory and NVM to bring both of them 

up-to-date.

Then, 𝑅 changes its state to fully online, which allows it to take client requests. It 

broadcasts a Recov_end message to all live nodes to mark the end of the recovery. When a 

live node receives the message, it deletes its Missed_updates buffer.

4.4.4 Recovery Issues

In IASO, no committed update is lost. At the time a node fails ( 1  in Figure 17), its local 

NVM log has an accurate record of what updates have been globally persisted (i.e., the 

entries with GDP Flag set) or at least locally persisted (i.e., those with GDP Flag clear). 

In addition, any update initiated from a live node after the node failure but before the first 

CM-triggered reconfiguration cannot complete. The reason is that it requires ACKs from 

all Followers, including the failed node. The communication with the failed node times out, 

and the write cannot complete. Eventually, the CM discovers the failure. After 

reconfiguration, during the EFN period, all updates are saved in the live nodes’ 

Missed_updates buffers.

During recovery, 𝑅 proceeds to apply the updates received in the CatchUp_Resp 

message from the Buddy node. However, it rejects those that have already become obsolete 

due to a later update to the same record during its execution as a ShadowReplica.

The longer the EFN period is, the larger the Missed_updates buffer in the Buddy node 

will grow, and the longer it will take for 𝑅 to process the buffer during the recovery. The 

duration of the EFN period depends on how quickly an 𝑅 can be brought online and is 

orthogonal to IASO.

The time between a node failure and failure detection is likely to be small. This is 

because it is determined by the timeout of a CM heartbeat to the failed node.
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4.4.5 Impact of Consistency-Persistency Models

Table 4 shows when the Local, Coordinator Global, and Follower Global Visibility Points 

(LVP, CGVP, and FGVP) and Durability Points (LDP, CGDP, and FGDP) are reached for 

an update in the five <consistency, persistency> models considered. The terminology used 

follows MINOS [20]. For example, in <Lin, REnf>: (i) a node reaches LVP when it 

updates its local volatile memory; (ii) a Coordinator reaches CGVP when it receives all the 

consistency ACKs (ACK_Cs); (iii) a Follower reaches FGVP when it receives the VAL; 

(iv) a node reaches LDP when it updates its local persistent memory; (v) a Coordinator 

reaches CGDP when it receives all the persistency ACKs (ACK_Ps); and (vi) a Follower 

reaches FGDP when it receives the VAL.

Note that <Lin, Event> has no defined durability points for an update, as it persists 

“eventually”. Moreover, as shown with an asterisk, the durability point conditions for 

<Lin, Scope> refer not to messages in the update itself but, instead, to messages in the 

PERSIST that finishes the scope of the update. These visibility/durability point 

considerations are in effect during normal execution and during ShadowReplica execution. 

Hence, they are in effect when updating the Missed_updates buffer and when persisting 

state in the local NVM log.

Type of Update Fail-
ure

 How the Failure
 Makes the
 Update Operation
 Incomplete

 Completing the Update
 during Execution
 with Fewer Nodes

 What the Recovering Node
 does during Recovery

Coordinator fails after 
sending at least 1 INV 
and before sending all 
VALs.

At least one Follower 
received INV but no 
VAL.

CM reconfigures to remove Co-
ordinator and inform all other 
nodes. One or more live nodes 
that had received INV but no 
VAL take over as Coordinator 
and replay the update.

Apply the update from the 
Missed_updates buffer of the 
Buddy Node (if the update has 
not become obsolete already).

A Follower fails before 
sending the ACK to the 
Coordinator.

The Coordinator 
does not collect all 
ACKs.

CM reconfigures to remove Fol-
lower and informs all other 
nodes. The Coordinator replays 
the update.

Apply the update from the 
Missed_updates buffer of the 
Buddy Node (if the update has 
not become obsolete already).

Table 6: Node failures and recovery from them.
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4.4.6 Failure Scenarios

IASO considers two types of failures. The first one includes message loss, long message 

delays due to high contention, and intermittent network link disconnections; the second one 

includes a node failing or getting permanently disconnected from the network. As indicated 

in Section 4.3, other failures like permanent network partitioning are not considered.

To understand how to handle the supported failures, recall that, when a node receives a 

client read, it satisfies it locally, while when it receives a client write, it involves all the 

other nodes. If a failure occurs during a read, the read does not complete and the client 

retries after a timeout using a different replica node. This is trivial and so we do not 

explore it. Hence, we focus on failures during a write. For simplicity, we use <Lin, 

Synch>, but similar ideas apply to the other models. We consider the two types of failures.

4.4.6.1 Recovering from Message Loss/Delay and Intermittent Network 

Disconnections

These failures may cause two types of timeouts (Figure 18). The first one (INV-ACK) goes 

off in a Coordinator if the time from when all the INVs have been sent until when all the 

corresponding ACKs have been received is over a threshold. The second one (ACK-VAL) 

goes off in a Follower if the time from when it sends an ACK until when it receives the 

corresponding VAL is over a threshold.

When a Coordinator’s INV-ACK timeout goes off, the Coordinator rebroadcasts the 

INVs to all Followers, similarly to Hermes [8]. The process is potentially repeated multiple 

times. We opt for rebroadcasting over sending messages to only the non-responding nodes 

to reset the timers in all the Followers. Each message includes the initial request 

timestamp, which remains unchanged upon replay, facilitating the handling of duplicates.

When a Follower’s ACK-VAL times out, the Follower resends the ACK as in the 

previous case. Overall, in both cases, the response will eventually be received.
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4.4.6.2 Recovering from Node Failures and Permanent Network 

Disconnections

These failures are identified through non-responsive CM heartbeats. To understand the 

IASO recovery, we consider the two possible cases: Coordinator failure (or disconnect) and 

Follower failure (or disconnect). Table 6 shows, for each of the two failures, (1) how the 

failure makes the update operation incomplete, (2) how the incomplete operation 

completes during the execution with fewer nodes, and (3) what the recovering node 𝑅 does 

during the recovery.

A Coordinator failure occurs when the Coordinator of an update fails after sending at 

least one INV and before sending all VALs—we ignore the trivial case when a Coordinator 

fails before sending any of the INVs because, in this case, the client times out and reissues 

the request to another node. The operation is incomplete because there is at least one 

incomplete Follower, i.e., a Follower that received an INV and no VAL. Once the CM has 

detected the failure, it reconfigures the system to remove the Coordinator node and 

informs all the remaining nodes. At this point, an incomplete Follower takes on the role of 

the Coordinator for this update, and replays the update, carrying the original 

Coordinator’s timestamp. IASO sets the reaction times of the Followers so that one reacts 

first. However, it is possible that multiple incomplete Followers react simultaneously, which 

leads to multiple Followers taking on the role of Coordinator for the same update. This is 

correct because a node processes requests according to timestamps. Multiple messages with 

the same timestamp induce the same effect as a single message, as duplicates are obsolete.

A Follower failure occurs when a Follower fails before sending the ACK to the 

Coordinator of an update. The operation is incomplete because the Coordinator does not 

collect all the ACKs. Once the CM has detected the failure, it reconfigures the system to 

remove the Follower node and informs all the other nodes. Then, the Coordinator replays 

the update without including the failed node.
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4.4.7 Comparison to ZooKeeper’s Recovery

The IASO recovery is more efficient than the ZooKeeper one described in 2.3. The most 

important reason is that IASO works for the higher-performing leaderless systems while 

ZooKeeper works for leader-based systems. In addition, IASO provides three advantages.

First, IASO provides Proactive recovery—i.e., it provides to the recovering node 𝑅 all 

the updates that the latter missed with very low overhead. Indeed, such updates are 

collected in advance in the Missed_updates DRAM buffer and, on recovery, immediately 

sent to 𝑅 by its Buddy node. Second, the Missed_updates buffer contains no redundant 

updates—only the latest update to each record. This design reduces recovery overhead 

during the transfer of the updates from the Buddy node to 𝑅, and during their application 

to the persistent storage in 𝑅. Finally, during recovery, 𝑅 remains active, participating in 

the protocol of ongoing client updates as a shadow replica, which speeds-up execution. 

4.5 Concurrent Failures

As described so far, IASO handles single failures; it is assumed that a second failure will 

not occur until after the system has recovered from the first one. Here, we outline how 

IASO can be extended to support concurrent failures.

Given the timeline of a node failure shown in Figure 17, we consider two cases: (i) 

during the EFN time, another node fails, and (ii) during the Recovery time, either the 

Buddy node, another live node, or the recovering node 𝑅 fails. If a node fails during the 

EFN time, the system detects it like in the first failure. Because no update can make 

progress with a failed node, the CM reconfigures the system again, this time entering an 

EFN period with two missing nodes. This is shown as EFN2 in Timeline TL2 in Figure 20a.

During EFN2, the live nodes continue execution, augmenting their Missed_updates 

buffer (which contains the updates performed during the first, interrupted EFN1 period) 

with the new updates performed during this new EFN2 period. For simplicity, the CM will 

wait until it can get two working nodes to replace the two failed nodes. At that point, it 
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Figure 20: Handling multiple concurrent failures. In the figure, TLi means timeline 𝑖.

will reconfigure the system, and the recovery re-starts, with two recovering nodes. Each of 

them picks a different Buddy node and, as it gets the Missed_updates from its Buddy 

node, it only applies those updates that it has missed: the node that had failed earlier 

applies more updates than the one that failed later. This is shown in Figure 20a.

If a node fails during a recovery period, irrespective of whether it is a Buddy node, 𝑅, 

or any other node, no update can make progress until the CM reconfigures the system. 

Before the second failure and reconfiguration, 𝑅 may have made some progress in the 

recovery process. After the reconfiguration, IASO checks whether 𝑅 is up and has been 

able to apply locally all the updates missed since the first fault.

If this is true (Timeline TL4 of Figure 20b), IASO considers the first recovery 

completed. Then, IASO initiates an EFN2 period while a new node is identified. When the 

new node is identified and connected, a recovery for that node is performed.

If the first recovery did not complete (Timeline TL5 of Figure 20b), IASO requires the 

first recovery to be redone. For simplicity, IASO repeats the first recovery without allowing 
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1. Concurrency Checks
Absence of deadlocks and livelocks.
2. Consistency Checks
a) The timestamp of the record in volatile memory is the same across all replicas.
b) When the Coordinator is about to send a VAL for consistency for a record, the timestamp of the 
record in volatile memory is the same across all replicas.
3. Persistency Checks
a) The timestamp of the record in NVM is the same across all replicas.
b) When the Coordinator is about to send a VAL for persistency for a record, the timestamp of the 
record in NVM is the same across all replicas.

Table 7: Conditions checked using TLA+ for all the models, in the presence of failures.

the live nodes to continue execution. This is reasonable given that having two concurrent 

failures is relatively rare. In the special case where the second failed node is precisely the 

node that was trying to recover, IASO waits until a new node can be hot-plugged, and 

then proceeds to redo the first recovery. Further, in the special case where the second failed 

node is precisely the Buddy node, a new Buddy node is identified.

Once the first recovery is completed, execution resumes during an EFN2 period while a 

new node is identified to fill in for the second failed node. When the new node is identified 

and connected, a recovery for the second failure is performed.

We could instead try to redo the first recovery while the healthy nodes continue 

executing under an EFN2 period. However, this would potentially require having a double 

set of Missed_updates buffers per node.

As indicated in Section 4.3, if the CM fails, the Zookeeper relaunches a new instance of 

the CM.

4.6 Protocol Verification

To ensure the correctness of the IASO protocols, we employ the TLA+ formal specification 

and verify our models using the TLC model checker [51]. Our implementation builds on 

the publicly available TLA+ specification of Hermes [8], extending it to incorporate all 

<consistency, persistency> model pairs discussed in this chapter.

First, we ensure concurrency safety by confirming the absence of deadlocks and 
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livelocks across all reachable states. Second, we verify consistency correctness by checking 

that the timestamp of each record in volatile memory is consistent across replicas. Third, 

we check persistency correctness by ensuring that the timestamp of each record in NVM is 

the same across replicas. All correctness conditions are validated under the fault scenarios 

of Section 4.3, including node crashes and message loss, ensuring full system recovery.

We executed TLC on a 16-core workstation with 64 GB of memory using breadth-first 

exploration and full symmetry reduction [51]. For instance, the <Lin, Synch> verification 

completed in 26 minutes, exploring 138 million distinct states with a state-space diameter 

of 41. These values are representative of the other persistency models.

4.7 Methodology

We evaluate IASO running on a 6-node cluster with 7 cores per node provided by 

CloudLab [52]. This is the largest cluster we could reliably obtain with the necessary 

configuration. The cluster parameters are shown in Table 8. One of the nodes is the CM, 

while the other 5 nodes run the workloads. IASO replicates every record in each of the 5 

nodes. This is the default replication degree in past work [8], [20]. In larger machines, one 

could have multiple 5-node replication groups. The nodes in the cluster do not have 

modern persistent memories. Hence, we emulate the latency and bandwidth of persistent 

memory based on prior work [54]. We use an in-memory datastore of 13 GB per node and 

model one with 256 GB per node as will be described in Section 4.8.1.

When a node receives a protocol message (e.g., INV), it needs to perform a sequence of 

steps. If we used the popular one-sided RDMA for communication, we would need multiple 

messages to perform these multiple steps. Consequently, we instead use a Remote 

Procedure Call (RPC) library named eRPC [46], [59] that provides performance similar to 

RDMA but with fewer transfers. The CM uses one-sided RDMA for the heartbeat 

exchange.

Workloads Used. We evaluate IASO with two different benchmarks: the TAOBench 

75



 Number of nodes  6
 CPU per node  Xeon E5-2450 (7 cores, 2.1 GHz)
 In-memory datastore  13GB/node and 256GB/node (modeled)
 NIC per node  Mellanox MX354A FDR CX3
 Timeouts  2 ms INV-ACK, 2 ms ACK-VAL
 Heartbeat period  4 ms

Table 8: Cluster used to run IASO.

application suite [92] and the Yahoo! Cloud Serving Benchmark (YCSB) [66], [67]. 

TAOBench tests the performance of social graph databases, simulating real-world user 

interactions. In our experiments, we use four of the provided drivers: MySQL [118], 

CockroachDB (CRDB) [119], YugabyteDB [120], and Cloud Spanner (Spanner) [121]. The 

default setup uses a uniform record distribution, and 80% reads and 20% writes. After 

failure detection, we set the period of execution with fewer nodes (EFN) to 360 seconds.

Because the TAOBench runs take a long time, we also run YCSB. For the YCSB 

experiments, we use a Hashtable [3] back-end in-memory application. The workload uses a 

zipfian distribution for records, has 80% read and 20% write operations, and each node 

issues 3M back-to-back operations. Because YCSB are synthetic benchmarks that issue 

back-to-back transactions, we set their EFN period to 6 seconds.

Systems Evaluated. We evaluate three leaderless systems that use the Hermes [8] 

consistency transactions on a MINOS[20] implementation of different persistency models: 

Baseline, IASO, and State-of-the-art. Baseline does not have any recovery support and we 

assume that it suffers no failure. IASO is Baseline plus our proposed incremental recovery 

mechanism. State-of-the-art is Baseline with a nonincremental recovery; on a fault, it 

copies the full database from one node to another like Hermes. We cannot use Hermes as is 

because Hermes does not consider any persistency model. In both IASO and 

State-of-the-art, we model a node failure and subsequent system recovery. The default 

DDP model used is <Lin, Synch>. We are interested in two metrics: 1) failure recovery 

latency and 2) loss of system throughput due to the failure.

In Section 4.8.4, we also compare IASO to the ZooKeeper online incremental recovery 
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Figure 21: IASO recovery latency as a function of the EFN duration for a 256GB datastore 
per node.

scheme. The two systems differ not only on the three IASO recovery optimizations 

described in Section 4.4.7; they also differ in the protocol used: IASO is leaderless and 

ZooKeeper is leader-based. 

4.8 Evaluation

We first use TAOBench to compare IASO’s recovery latency and throughput degradation 

to State-of-the-art. Then, we use the faster YCSB runs to characterize IASO. Finally, we 

compare IASO to the leader-based ZooKeeper.

4.8.1 Recovery Latency with the TAOBench Suite

Figure 21 shows the recovery latency of IASO as a function of the duration of the 

execution with fewer nodes (EFN). The figure refers to the average of our four TAOBench 

drivers, and shows curves for the different persistency models. We model a 256GB 

datastore per node. Since the machine we use for our experiments only has 16GB per node, 

we cannot execute the actual datastore. Hence, we use a 13GB datastore per node but 

emulate a very large datastore by assuming that all the updates performed during the EFN 

period are to different keys. Hence, the Missed_updates buffer adds an entry at every 

update, and its size grows fast, which increases the recovery time.

We see that, as the EFN period increases, the recovery that follows it takes a longer 
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Figure 22: Throughput degradation of IASO and State-of-the-art over Baseline running 
TAOBench for a 256 GB datastore. Lower values are better.

time in all cases. This is because, the longer a node is offline, the more state the 

Missed_updates buffers accumulate; then, during recovery, this state is applied to the 

recovering node. We also see that the recovery latency is similar for all models except 

<Lin, Event>. The latter has a faster recovery mostly because, in Event, the recovering 

node applies the updates received from its Buddy node to its persistent memory in the 

background.

We see that the recovery latency is always small. For example, for an EFN period of 

360s, the recovery latency of <Lin, Synch> is about 120ms. This is in contrast to the time 

it takes for State-of-the-art to transfer the database from a recoverer node’s persistent 

memory (PM) to the recovering node’s PM. From Figure 16, such time is 360 sec for 

DRAM+PM and 254 sec for PM-only in a 256GB datastore per node. These times are 

lower bounds of the recovery latency of State-of-the-art.

Table 9 shows the size of the per-node Missed_updates buffers for Lin consistency and 

various persistency models for experiments with 13GB and 256GB datastores. The data is 

the average across all the TAOBench drivers. We see that, for a 13GB database, the 

Missed_updates buffers are small. This is because the datastore is small, and many keys 

are reused during the EFN period. In contrast, for a 256GB datastore, the 

Missed_updates buffer sizes are larger, and reach 17.7–32.1 MB per node. In addition, the 

sizes vary across the models, which we attribute to the fact that the EFN period measured 

in different experiments corresponds to somewhat different sections of the program. 

Overall, this is an acceptable cost to enable incremental recovery. If the EFN period was so 
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Synch Strict REnf Event Scope
13GB 2.25 MB 2.25 MB 2.25 MB 2.25 MB 2.26 MB
256GB 19.20 MB 28.86 MB 17.66 MB 18.11 MB 32.14 MB

Datastore
Size

 Persistency Model

Table 9: Average per-node Missed_updates buffer size for Lin consistency and various per-
sistency models.

long that the Missed_updates buffer overflowed, the system would revert to recovering by 

transferring the whole datastore.

4.8.2 Throughput with the TAOBench Suite

Figure 22 shows the throughput degradation of IASO and State-of-the-art over Baseline for 

the 4 TAOBench drivers and 5 models. Baseline has no failure, while IASO and 

State-of-the-art suffer and recover from one node failure. The State-of-the-art bars use the 

DRAM+PM environment of Fig. 16. We model the 256GB datastore. In the figure, lower 

bars are better.

If we consider <Lin, Synch>, we see that the average throughput degradation in IASO 

and State-of-the-art is 8.7% and 16.2%, respectively. Across all persistency models, the 

throughput degradation in IASO is 4–14%, with an average of 8.1%; the throughput 

degradation in State-of-the-art is 10–34%, with an average of 16.5%. The reason for the 

difference between IASO and State-of-the-art is the different recovery latencies in the two 

systems. In both systems, the application starts with healthy nodes, suffers the loss of a 

node for 360s, goes through a recovery, and then finishes execution with all nodes healthy. 

During the EFN and recovery periods, both systems execute with lower throughput. Since 

the recovery completes much faster in IASO, the average throughput degradation in IASO 

is substantially lower than in State-of-the-art.

The difference in throughput degradation between IASO and State-of-the-art remains 

large across persistency models. In general, weaker models such as <Lin, Event> should 

suffer less absolute throughput degradation since, as seen in Sec. 4.8.1, their recovery 

latency is shorter. However, weaker models also execute faster in Baseline, and the loss in 
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Figure 23: Breakdown of IASO’s recovery latency for different persistency models and num-
bers of nodes.

throughput during the constant-time EFN period causes a higher loss in weaker models. 

For these reasons, the percentage throughput degradation is similar across persistency 

models.

4.8.3 Breakdown of the IASO Recovery Latency

We now characterize IASO with faster runs using YCSB. Figure 23 shows the recovery 

latency for all models and for executions with 5, 4, or 3 nodes. The bars are broken down 

into the three steps of the recovery shown in Fig. 19: from the beginning to when the 

recovering node 𝑅 receives all the Recov_start_ACKs (Start_to_ACK), from when 𝑅

prepares and sends CatchUp_req until it receives CatchUp_resp (CatchUp_to_Resp), and 

from when 𝑅 starts applying the updates based on CatchUp_resp until the end 

(Apply_to_end).

The Start_to_ACK time is negligible, as it involves exchanging small messages. 

CatchUp_to_Resp takes about 10-15% of the recovery latency in most models and about 

50% in <Lin, Event>. In absolute terms, however, CatchUp_to_Resp is similar in all 

models, as it involves sending at least one bulky message. Apply_to_end is typically the 

dominant time by far. The only exception is for the weak <Lin, Event>. Apply_to_end is 

long because the recovering node 𝑅 persists locally all the entries in the Missed_updates 

buffer that are not obsolete. In <Lin, Event>, Apply_to_end is short because, under 

Event persistency, 𝑅 does not apply the updates to the persistent memory in the critical 
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Figure 24: IASO vs ZooKeeper for a 13 GB datastore: recovery latency (top) and throughput 
degradation over the failure-free Baseline (bottom).

path.

<Lin, Scope> has a high Apply_to_end time even though it is weaker than some other 

models. The reason may be because this model needs more synchronization between nodes 

through [PERSIST]sc commands. The Apply_to_end time tends to increase with the node 

count due to the higher network activity.

4.8.4 Comparison to the Leader-based ZooKeeper Scheme

Fig. 24 compares IASO with <Lin, Synch> and ZooKeeper. We run TAOBench on a 13 

GB datastore, as the system suffers a node failure and, after a 360-second EFN period, 

recovers. The top plot shows the recovery latency of ZooKeeper (in bars) and IASO (as 

horizontal blue lines). The ZooKeeper latency is broken into four components. The first 
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three correspond to the shortcomings in ZooKeeper that IASO eliminates (2.3 and 

Section 4.4.7), slightly modified for ease of measurement: 1) redundant updates in the 

leader’s log that are read from non-volatile storage, transferred, and applied to the 

recovering node’s log (Redundant Copies), 2) accessing the leader’s log in non-volatile 

storage rather than a proactively-prepared DRAM buffer for the non-redundant copies 

(MissedUpdates on NVM), and not allowing the recovering node to transition to a shadow 

replica (Shadow Replica). The fourth category is other recovery operations (Other).

We see that IASO recovers substantially faster than the leader-based ZooKeeper 

scheme. On average, its recovery latency is 20.7× lower. Consider now the three identified 

overheads. Manipulating redundant copies in time-consuming non-volatile storage accesses 

and data transfers is a major overhead in ZooKeeper. Maintaining the log in non-volatile 

storage for the remaining, non redundant copies is also a large overhead. However, the 

absence of shadow replica operations incurs minimal additional overhead. In part, this is 

because these workloads are read-intensive; in write-intensive ones, the overhead will be 

higher. Finally, the Other category is primarily associated with ZooKeeper’s leader-based 

architecture. It accounts for about 40% of the recovery latency.

The bottom plot shows the throughput degradation experienced by applications over 

the Baseline. On average, IASO reduces the throughput degradation by 62.4% over 

ZooKeeper. While both schemes use on-line incremental recovery, their main throughput 

differences stem from: (i) IASO being leaderless and ZooKeeper being leader-based, and 

(ii) the two main inefficiencies of the ZooKeeper recovery protocol described above that can 

be eliminated with some IASO techniques. 

4.9 Related Work

Many recovery techniques have been proposed. As indicated before, they use logging [87], 

[88], [89], [90], replication [8], [9], erasure coding [91], or a combination of them. Most of 

the current systems operate in leader-based mode (e.g., [4], [7], [17], [26], [90]). They use 
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different consistency and persistency models—e.g., RAMCloud [7] and Skyros [90] support 

a model similar to <Lin, Synch>; CAD [17] supports a persistency model like REnf.

Several transactional [80], [81] and State Machine Replication (SMR) [82] schemes rely 

on clients broadcasting each transaction or operation to all the nodes in the cluster, and 

ordering transactions/operations through a Global ID. For that, they use special software 

support for a broadcast primitive, usually through consensus [82]. Such support is 

expensive.

There are only a few systems that operate in the recent, high-performance leaderless 

mode. They include EPaxos [9], Hermes [8], and MINOS [20]. These schemes attain the 

highest-performance execution, but make online incremental recovery more complex. In 

Hermes, recovery after a node failure involves a full database transfer to the node being 

recovered. Moreover, Hermes does not consider the concept of durability. EPaxos describes 

a leaderless consensus algorithm, but does not consider recovery. IASO is the first online, 

incremental recovery scheme for leaderless systems. Its protocol is based on MINOS [20] 

and is optimized for minimal recovery latency and low throughput impact. 

4.10 Discussion

IASO builds on prior work that assumes byte-addressable NVM as the durable layer [20]. 

Using SSDs instead of NVM is orthogonal to IASO’s protocol. It increases persistency 

delays due to file I/O, but does not affect correctness or semantics.

Empirical studies show that node failures rarely corrupt the local durable state. Past 

literature assumes that, in node outages, the local persistent storage remains intact [122], 

[123]. This observation motivates IASO’s assumption that durable state can be reused 

after recovery. 
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4.11 Conclusion

This chapter proposed IASO, the first online, incremental recovery scheme for leaderless 

distributed systems. It introduced algorithms for linearizable consistency and 5 persistency 

models. On average, IASO recovers a cluster after a node failure in 120 ms, while reducing 

the throughput by 8.7%. In comparison, a state-of-the-art recovery scheme for leaderless 

systems needs 360 seconds to recover, and reduces the throughput by 16.2%. Further, 

compared to a leader-based incremental recovery scheme, IASO reduces the recovery 

latency by 20.7× and the throughput degradation by 62.4%. 
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Chapter 5 DIKTAMO: Extending CXL for Resilience to CPU Failures

5.1 Introduction

The latest versions of the Compute Express Link (CXL) standard [19], [27], [28], including 

CXL 3.0 and beyond, introduce hardware support for distributed compute nodes (CNs) to 

access shared-data stored in Memory Nodes (MNs) with hardware-enforced cache 

coherence at the granularity of a cache line. This capability blurs the line between 

shared-memory multiprocessors and distributed clusters, raising questions about how 

distributed applications can benefit from shared-memory programming semantics [30], 

[124], [125], [126], [127], such as sharing data across the cluster through global 

pointers [31]. However, this same capability complicates a common challenge in distributed 

computing: tolerance to hardware faults or software crashes. Traditionally, distributed 

applications such as databases and key-value stores share data at coarse granularities (e.g., 

records) and handle faults with relatively high overhead software techniques such as data 

replication or logging. With CXL, a different approach is needed, as data sharing occurs 

transparently in hardware at cache-line granularity.

The CXL specification describes support for reliability, availability, and serviceability 

(RAS) [19], [32], [33]. While the support is extensive, it has at least two limitations. First, 

it does not consider processor (i.e., host) failures; it only considers link, switch, and device 

(e.g., memory) failures. The second limitation is that, when a component fails, the 

specification tries to isolate it. There is no attempt to recover the workload to a consistent 

state.

In reality, handling processor failures is crucial, as CPUs and GPUs are responsible for 

many of the increasingly frequent failures in datacenters [34]. Moreover, when a node 

participating in a shared-memory program fails, the dirty data in its caches is lost. Hence, 

simply isolating the node and continuing execution results in using inconsistent application 

state. Correct execution requires first the recovery of the application state.

85



To address these limitations, this chapter extends the specification for CXL 3.0 and 

beyond to: 1) be resilient to the failure of CNs and 2) correctly recover the application 

after CN failure. We call the system DIKTAMO. DIKTAMO’s changes are mostly focused 

on the CXL Transaction Layer and minimally affect the CXL Link Layer.

To handle the failure of CNs, DIKTAMO augments the coherence transaction of a write 

with messages that propagate the update to a small set of other CNs (i.e., the Replicas). 

The replicas save the update in a per-node hardware Logging Unit. Such replication ensures 

resilience to CN failures. Then, at regular intervals, the Logging Units compress the data 

in their logs and dump it into the memory of Memory Nodes (MNs), which is resilient.

CN failure is detected by minimally extending the CXL Link Layer. Recovery is a 

distributed software-driven process that involves reading the directory state, reading the 

logs in the Logging Units, and updating the directory and memory state. The recovery 

attains a consistent application state, and enables forward progress of the application on 

the healthy nodes.

We evaluate DIKTAMO using simulations of a cluster of 16 CNs of 4 cores each, and 16 

MNs interconnected via a CXL switch. We run parallel engineering applications and the 

YCSB key-value store. We find that DIKTAMO enables fault-tolerant execution with only 

30% slowdown with three replicas (or 26% with two replicas) over the same platform 

without fault-tolerance support. Further, DIKTAMO is 2.82x faster than ensuring fault 

tolerance by using write-through writes to MNs. We also evaluate the impact of various 

aspects of DIKTAMO.

The contributions of this chapter are:

• DIKTAMO, an architecture that extends the CXL specification to make it resilient to 

processor failures.

• The DIKTAMO cache coherence protocol, which extends a traditional MESI protocol 

with data replication transactions.

• The DIKTAMO recovery scheme.
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• An evaluation of DIKTAMO in a simulated CXL cluster. 

5.2 Motivation
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Figure 25: Execution time using a write-back or a write-through protocol. The bars are 
normalized to the former.

A possible approach to avoid data loss on a CN failure is to always use write-through 

writes to propagate updates to MNs—while assuming that the MN memory is resilient [29], 

[30]. However, this approach can introduce substantial performance overheads, especially in 

systems that support the TSO memory consistency model [128], [129]. In TSO, writes from 

the same core to different addresses need to be fully serialized. Hence, an update can only 

be written through to an MN after the previous update has completed its round trip to an 

MN (i.e., request and acknowledgment).

As an example, Figure 25 considers a CXL-DSM cluster of 16 CNs of 4 cores each, and 

16 MNs interconnected via a CXL switch, running several 64-threaded shared-memory 

parallel applications. The architecture and applications are described in Section 5.6. The 

figure shows the applications’ execution times when using the MESI write-back protocol 

(WB) and when using a write through (WT) protocol. The former environment is not 

resilient, as dirty cached data can be lost on a CN failure. The latter environment is 

resilient because, like in previous literature [29], [30], we assume that MN memory is fault 

tolerant and that, as soon as a write updates an MN’s DRAM memory, the update cannot 
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be lost. MN memory can be made fault-tolerant through techniques like replication, 

persistency, or the use of a more expensive technologies. How this is done is not relevant to 

our work in this chapter. We assume the MN memory is safe and do not penalize the MN 

memory access latency in any way.

The bars in the figure are normalized to the WB execution time. We see that WT adds 

substantial overhead. On average, the execution time of WT is 3.86x longer than WB’s. A 

major reason for WT’s longer execution time is that, under TSO, multiple write-through 

updates from a core cannot overlap with each other.

As we seek to increase the resilience of CXL, we can get inspiration from existing 

techniques that distributed systems use, such as replication of data records across nodes to 

survive node loss [4], [6], [7] or data logging to recover old data versions [87], [88]. However, 

these techniques are typically implemented in software and operate at coarse granularity. 

In CXL-DSM, where data coherence is maintained at cache-line level and is enforced by 

hardware, we need solutions that are hardware-based, fine-grained, and low-overhead. In 

addition, resilient uses of CXL memory [29], [124] typically use transactions, which present 

different tradeoffs than our target general-purpose environment. Discussion on related work 

is presented in Section 5.8.

5.3 Overview of DIKTAMO

In this chapter, we address the two limitations of the CXL RAS model described above by 

extending the CXL specification to handle the failure of a CN and to correctly recover the 

application state after a CN failure. We call the proposal DIKTAMO. DIKTAMO’s 

changes are mostly focused on the CXL Transaction Layer and minimally affect the CXL 

Link Layer.
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5.3.1 Overall Operation

To accomplish its goals, DIKTAMO: 1) adds extra functionality to ordinary execution, 2) 

extends error detection, and 3) provides error recovery. In this subsection, we overview 

each of these three components.

1. Ordinary Execution. DIKTAMO augments the CXL Transaction Layer for writes 

that target the shared CXL memory (i.e., remote writes). Specifically, the transaction of a 

write performed by a core in a CN is augmented with messages that propagate the update 

to a small set of other CNs (i.e., the Replicas). The replicas save the update in a local 

hardware Logging Unit. The original write cannot commit until all replicas are updated. 

However, crucially, multiple writes from the same core can overlap their replica update. 

Then, at regular intervals, the Logging Units compress the data in their logs and dump it 

to the memory of MNs. As we describe in Section 5.3.2, we consider that the MNs are safe 

from faults.

Figure 26 shows the messages added to a write ST X 1  from a core in CN0 to CXL 

memory when the system uses two replicas. In addition to the regular coherence protocol 

transaction for the write itself and before the write can commit, the protocol sends two 

Replication (REPL) messages 2  with the update to the two replica nodes. The latter save 

the update in their log 3  and respond with a REPL_ACK message 4  to the originating 

core. Once the latter has received all the REPL_ACKs and the write coherence 

transaction has completed, the protocol sends two Validation (VAL) messages to the 

replicas 5  to notify them that replication was successful. After that, the write commits 6 . 

When a log receives the VAL, it marks the log entry as validated.

The number of replicas per update (𝑁𝑟) is a design parameter. It is a small value (e.g., 

1–4) that depends on the machine size, trading off fault-tolerance and 

overhead [2], [8], [26]. To determine which CNs save the replicas for a given cache-line 

address, the hardware uses a hash function on the line address. Hence, all the updates to a 
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Figure 26: DIKTAMO extensions to the transaction of a remote write, assuming two replicas.

given line address are logged in the same set of 𝑁𝑟 nodes.

Loads are unaffected by DIKTAMO. The same stands for writes to the local memory of 

the CNs.

2. Error Detection. CXL’s Link Layer detects errors in devices, switches, and links. 

DIKTAMO uses CXL’s Link Layer for error detection and extends it minimally to detect 

CN failures. Specifically, each CXL switch includes an extra Viral_Status bit for each of 

the CNs that it is connected to. Additionally, a switch never responds on behalf of a failed 

CN, since DIKTAMO’s goal is correct execution—not just isolation. Section 5.5.1 describes 

error detection.

3. Recovery. After a CN error is detected, one of the live cores is informed with a CXL 

MSI message [19] to act as a Configuration Manager. Such core brings the workload 

execution to a halt and initiates a distributed software algorithm that disables the faulty 

CN and recovers the application state to the correct state immediately before the fault. 

Sections 5.5.2-5.5.4 describe the recovery.

Our main emphasis is on the support for ordinary execution.
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5.3.2 Failure Model

The focus of this chapter is on CN failure, leaving link, switch, and device failure handling 

to the support already present in the CXL specification. For CN failures, we assume the 

standard fail-stop model: a faulty CN halts and ceases participation in the protocol. This 

model is widely used in practical crash-fault-tolerant (CFT) systems such as 

RAMCloud [7], FaRM [4], and Hermes [8], as it captures the dominant failure modes in 

modern data centers (e.g., power loss, kernel panic, or hardware crash).

Byzantine or malicious behavior (e.g., arbitrary message fabrication or equivocation) is 

out of scope. This assumption is widely consistent with prior work in crash-fault-tolerant 

replication [4], [7], [8], where the dominant concern is reliability against hardware or 

software crashes rather than adversarial behavior.

As in prior work [29], [30], we assume that MNs do not suffer faults and that any data 

that is written to them is safe. MNs are bigger, more expensive servers that have stronger 

RAS support, possibly based on techniques such as replication, persistent storage, or the 

use of a more expensive technologies. How such resiliency is accomplished is not relevant to 

our work in this chapter; we simply assume that the MN memory is safe. We do not 

penalize the MN memory access latency in any way, conservatively assuming that such MN 

memory resilience is attained for free.

The goal of DIKTAMO is not to attain the highest cluster availability. Rather, it is to 

recover the program state that existed in caches, directory, and memory right before the 

CN failure. No committed store can be lost.

5.4 Augmenting Ordinary Execution

This subsection describes the DIKTAMO extensions added to the ordinary execution: the 

message types, the Logging Unit, the logical timestamps, three variations of the 

DIKTAMO replication protocol, and the log processing.
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5.4.1 DIKTAMO Messages
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Figure 27: DIKTAMO’s REPL and VAL messages.

DIKTAMO introduces three new protocol messages: Replication (REPL), Replication 

Acknowledgment (REPL_ACK), and Validation (VAL). The REPL message (Figure 27a) is sent 

by a core in a requester CN to multiple replica CNs to replicate an update (or a set 

coalesced updates to the same cache line). It carries: a) the Requester ID, which includes 

the CN and core IDs, b) a bit mask that shows which words within the line are updated by 

the store (in this chapter, we assume word granularity, but the design can be modified to 

use finer granularity), c) the physical address of the line, and d) the updated values of the 

words. The last field is of varying size, depending on the number of updates that are 

coalesced. The maximum size is a cache line size.

The REPL_ACK message is sent by the Logging Unit of each replica CN back to the 

requester core. It is sent after the unit has applied the REPL update to its hardware log. 

Upon receiving all REPL_ACKs, the requester core knows that replication has reached all 

replicas.

The VAL message (Figure 27b) is sent by the requester core to all replica CNs after it 

receives all their REPL_ACKs. VAL indicates that the write is committed and so the Logging 

Unit should record the update as such. VAL carries the Requester ID and the target cache 

line address. It also carries a logical timestamp (TS), which is used to order the updates as 

they are logged in the Logging Unit (Section 5.4.3).
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5.4.2 Logging Unit

Each CN has a hardware Logging Unit that logs the data of incoming REPL messages and 

then, at regular intervals, compresses the logged data and sends it to the MNs, where it is 

saved. The Logging Unit offloads these operations from the local CPUs in each CN, 

reducing interference. The unit is linked to the CN’s CXL port (Figure 26).

32 bits46 bits
Word

P.Addr
Updated Word 

Value

1 bit

ValidRequester ID
{CN, Core}

10 bits
Logical

TS

7 bits

Figure 28: DIKTAMO log entry.

Figure 28 shows the layout of a log entry. Each entry includes the data of a single store 

instruction. If a received REPL message carries multiple stores to the same line, then the 

Logging Unit splits the message into an equal number of log entries. Each entry has the 

Requester ID, the logical timestamp, the physical address and value of the updated word, 

and a valid bit. The latter is set only when the unit receives the VAL message from the 

requester.

The Logging Unit’s log is made of DRAM memory for density. To improve access 

speed, however, incoming REPL and VAL messages update a small SRAM memory called the 

SRAM Log Buffer. Once an entry in the SRAM Log Buffer receives the VAL, its Valid bit is 

set and the entry is moved to the DRAM log in the background. Persistency of the log is 

not required, since DIKTAMO employs a replication factor of 𝑁𝑟. This allows the system 

to tolerate up to 𝑁𝑟-1 CN failures without losing state.

Non-VALed entries correspond to writes that have not yet committed. These entries 

cannot be sent to the NMs.

5.4.3 Logical Timestamps

The DIKTAMO protocol decouples the allocation of a log entry in the SRAM Log Buffer 

from the saving of the entry into the DRAM log. The former is performed on reception of a 
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REPL, while the latter on reception of a VAL. Now, consider the case where the cores in a 

given CN issue two updates to the same memory location. The VALs are issued in the order 

of the updates—since they are issued at the point when an update commits. However, the 

CXL fabric can potentially reorder the two VALs and they can reach the SRAM Log Buffer 

out of order. Then, the entries would set their Valid bit and move to the DRAM log 

out-of-order. This would cause the recovery to apply them in the wrong order.

To prevent this problem, we add a logical timestamp to the VAL messages that is stored 

in the entries of the SRAM Log Buffer. Specifically, each L2 cache line has a 7-bit logical 

timestamp that is incremented on a write. When a core sends a VAL, it includes the 

timestamp of the line. In the destination CN, the SRAM Log Buffer saves the VAL’s 

timestamp in the log entry. However, it only pushes entries from that line into the DRAM 

log in timestamp order. As entries are pushed into the DRAM log, the timestamp is 

stripped-out.

Store Queue (SQ)

ST D ST C ST F ST A 

Retire from
the ROB

Program Order

Exclusive Prefetch

1   

ST E ST B+8 ST B+4 ST B 

Store Buffer (SB)

2   

3   
Commit
to L1 cache

Figure 29: Multiple stores in an out-of-order core with TSO.

5.4.4 Three Variations of DIKTAMO’s Protocol

In general, when a store is ready to commit, it issues a message that invalidates all other 

cached copies of the line and brings the line in state Exclusive to the local cache. We call 

this the Coherence transaction. DIKTAMO augments the coherence transaction with a 

Replication transaction, which involves sending multiple REPLs, receiving multiple 

REPL_ACKs, and sending multiple VALs. Only when both the Coherence and the Replication 
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Figure 30: Timeline of the Coherence and Replication transactions of a store in the three 
variations of the DIKTAMO protocol.

transactions for a store complete can the store commit. In our design, we propose three 

variations of DIKTAMO that overlap the Coherence and the Replication transactions for a 

store differently. Before we present them, we describe the life of a store instruction.

1. The life of a Store Instruction. Figure 29 shows multiple store instructions in an 
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out-of-order core with TSO. There are two logical structures involved: the store queue 

(SQ) and the store buffer (SB). When a store enters the reorder buffer (ROB), it also 

enters the SQ. When its target physical address is resolved, an exclusive prefetch is sent to 

memory to bring the target cache line in Exclusive state to the L1 cache of the core 1 . 

When a store reaches the head of the ROB (and hence of the SQ), it retires into the SB 2 . 

Stores drain from the SB in order, without overlap: a store is merged with memory only 

when it reaches the head of the SB 3 . We will call this point the store commit.

A common optimization is store coalescing. Consecutive stores in the SB that target 

different words of the same cache line and are not interleaved by a store to a different line 

are coalesced and committed to memory in a single transaction. For instance, in Figure 29, 

stores ST B, ST B+4, and ST B+8 will be coalesced and merged with memory together. 

In such cases, DIKTAMO sends a single REPL for all the coalesced stores. In the REPL 

(Figure 27a), the Word Mask sets the corresponding bits and the Values field includes all 

the updated word values. This reduces the network traffic of replication. All three 

DIKTAMO designs support coalescing.

2. First Design: DIKTAMO-baseline. In this design, the Replication transaction of a 

store starts only after the Coherence transaction has completed. When the Replication 

transaction completes, the store commits.

Figure 30a shows the timeline of a store from the time it enters the SB in the requester 

core until it commits. It includes the operations in the requester core, in other CNs, and in 

the MN that contains the directory. It shows the Coherence transaction in blue and the 

Replication one in black. We see that, when the store reaches the head of the SB, the 

Coherence transaction starts. We show the general case where the line is currently cached 

in Shared state by other nodes. A request for ownership (RdX) is sent, which reaches the 

directory in an MN. The latter sends invalidations to all sharer CNs, collects their ACK 

responses, marks the requester as the owner, and responds with the cache line 

(RdX_ACK).
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The Replication transaction starts now. The CN with the requester core sends REPL 

messages to replica CNs (three in the example). Each replica CN logs the update and 

replies with a REPL_ACK to the requester. When the requester receives all the REPL_ACKs, it 

sends the VALs to all the replicas and commits the store—i.e., it drains the store from the 

SB and updates the cache line in L1. On reception of the VAL, each replica marks the log 

entry as valid.

3. Second Design: DIKTAMO-parallel. In this design, the Replication transaction of 

a store starts at the same time as the Coherence transaction. Both transactions overlap in 

time. Figure 30b shows the timeline of a store. Note that DIKTAMO-parallel can only 

send the VALs (and immediately commit) when two conditions are met: 1) the originating 

core has received all the REPL_ACKs and 2) the Coherence transaction has completed. The 

advantage of this design is that, by overlapping the two transactions, the store commits 

sooner.

4. Third Design: DIKTAMO-proactive. In both DIKTAMO-baseline

and DIKTAMO-parallel, replication is initiated no earlier than when a store reaches the 

head of the SB. As a result, replication is serialized across stores. However, all the 

necessary information for the replication is known as soon as the store retires and enters 

the SB ( 2  in Figure 29). To send the REPLs, we do not need to wait for the many cycles 

that a store typically waits in the SB until it reaches the SB head [130].

To avoid waiting in the SB, we introduce DIKTAMO-proactive, where the REPLs for a 

store are sent out as soon as the store retires and enters the SB. Figure 30c shows the store 

timeline. As before, DIKTAMO-proactive can only send the VALs (and immediately 

commit) when both the REPL_ACKs are received and the Coherence transaction has 

completed.

Sending the REPLs earlier (e.g., when the exclusive prefetch is issued) is undesirable 

because the store is speculative. As a result, the store could be squashed due to a 

misspeculation, which would lead to two issues: (a) unnecessary network traffic, and (b) 
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nonVAL-ed entries in logging units that would require a dedicated mechanism to remove. 

Unlike an exclusive prefetch, a squashed Replication transaction has not even a useful side 

effect.

DIKTAMO-proactive has two performance advantages. First, it hides the latency of 

replication behind the existing SB queuing delays. Second and crucially, it overlaps the 

REPL–REPL_ACK cycles of multiple retired stores waiting in the SB, delivering faster 

execution without violating TSO. To see how, Figure 31 shows the case of stores ST A, ST 

B, and ST C waiting in the SB. The leftmost chart shows the timeline for 

DIKTAMO-parallel. Each store waits until it reaches the head of the SB and then 

performs the Replication transaction in sequence. In contrast, the rightmost chart shows 

the timeline for DIKTAMO-proactive. It issues REPLs for consecutive stores in order, but 

allows their REPL–REPL_ACK cycles to fully overlap. DIKTAMO-proactive can support as 

many outstanding replication requests as the size of the SB, without violating TSO.

5. DIKTAMO-proactive and Store Coalescing. DIKTAMO-baseline

and DIKTAMO-parallel trivially support store coalescing: as the two (or more) oldest 

stores in the SB are coalesced, only a single REPL message is sent for all of them. However, 

DIKTAMO-proactive requires some subtle redesign to support coalescing. This is because 

individual stores send REPLs as soon as they retire and are placed in the SB, while 

coalescing will potentially merge multiple of them later on, when they are draining from 

the SB, resulting in a single memory operation. Thus, blindly supporting coalescing in 

DIKTAMO-proactive would confusingly associate multiple REPLs-REPL_ACKs-VALs 

transactions with a single memory operation.

Consequently, to support coalescing, we slightly modify DIKTAMO-proactive as 

follows. When a store 𝐵 is deposited into the SB, it never issues REPLs. If it finds that it is 

immediately preceded by a store 𝐴 to another word of the same line, it is coalesced with 𝐴; 

otherwise it takes no action. When the next store 𝐶 is deposited into the SB, if 𝐶 cannot 

be coalesced with 𝐵, 𝐵 issues its REPLs (which carry 𝐵 and all the earlier stores coalesced 
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Figure 31: DIKTAMO-proactive overlaps the REPL–REPL_ACK cycle for multiple retired stores 
waiting in the SB.

with 𝐵). Also, if a store 𝐵 reaches the head of the SB without having sent REPLs, it sends 

them at this point (carrying 𝐵 and all the stores coalesced with 𝐵). This design supports 

coalescing, while initiating only a single REPLs-REPL_ACKs-VALs transaction for each commit.

5.4.5 DIKTAMO’s Log Processing

At periodic intervals, the Logging Units of all the CNs compress and save the logs in the 

background into the MNs, where the data is safe from faults. Given that there are 𝑁𝑟

replicas, groups of 𝑁𝑟 nodes have the same data in their logs. We call these groups of CNs 

Replica Groups. To reduce overhead, the Logging Units in a Replica Group divide their 

work. Specifically, in a Replica Group, each of the Logging Units is in charge of saving only 

log entries with a range of physical addresses.

The process followed by each individual Logging Unit is as follows. The hardware reads 
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the DRAM log in sequence, from older to newer entries, extracting the log entries that this 

particular Logging Unit is in charge of saving (based on the physical address). As these log 

entries are being extracted, the hardware compresses them to save memory space and sends 

them in 64-byte messages through the network. For compression, we use gzip [131] with 

compression level 9, which attains an average compression factor of 5.8x in our 

experiments. Once a Logging Unit has saved all the log entries is it required to, it 

synchronizes with the other Logging Units through the MNs and then clears its whole log. 

Log entries that reach the MNs are maintained as logs for simplicity.

5.5 DIKTAMO and Failures

This subsection describes how DIKTAMO detects a CN failure and outlines the 

DIKTAMO recovery.

5.5.1 Failure Detection Mechanism

The Link Layer in CXL detects both transient and permanent errors in devices, switches, 

and links [19]. DIKTAMO reuses this support for all the messages it adds to the protocol. 

However, since the Link Layer does not support CN failures (2.5), DIKTAMO extends it as 

follows. First, the CXL specification indicates that CXL switches contain Viral_Status bits 

for various ports to indicate failure conditions in those ports [19]. DIKTAMO extends the 

switch design to have one Viral_Status bit for each CN that is connected to the switch. 

When the switch detects that a given CN is unresponsive, it sets the corresponding 

Viral_Status bit.

Additionally, the CXL specification indicates that, when a message is sent to failed 

device, the device or nearest switch responds with a message with poisoned or viral 

data [19]. This is done so that the failed device is isolated. However, in an environment 

where multiple CNs share data, one cannot afford responding with incorrect data, as it 

could pollute the state of the running application. Consequently, in DIKTAMO, the switch 
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connected to a failed CN will not respond at all to requests to the failed node (and the 

latter will not respond either because of the failure model we assume).

Instead, as soon as a switch detects a failed CN, it sends a Message Signaled Interrupt 

(MSI) to a core in one of the live CNs to trigger a recovery. An MSI is the standard 

mechanism used by CXL devices to signal interrupts to a host CPU [19]. They function 

identically to how they are used in PCI Express (PCIe). The receiver core, which we call 

the Configuration Manager (CM) for this fault, will trigger a coordinated pause of all the 

CNs, and then initate a software-driven recovery.

5.5.2 Recovery Protocol Overview

The objective of the software-driven coordinated recovery is to reconstruct the consistent 

state of the application immediately before the fault and enable forward progress of the 

application on the remaining nodes. The process involves accessing the directory state in 

the MNs and identifying the memory lines that the directory records as being present in 

the caches of the failed CN, either in state Shared or Modified. For the former, the 

directory entry must be updated by removing the failed CN as a sharer. For the latter, the 

logs in the MNs and in the Logging Units must be searched to find the latest update before 

the crash. Then, such update must be applied to memory, and the directory entry must be 

changed to indicate that there are no sharers. These operations are done by recovery 

software. Our main concern is to guarantee correctness and minimize complexity.

Figure 32 shows the messages exchanged by the nodes during recovery. Table 10 

describes the messages. These messages can leverage the mailbox interfaces in the CXL 

RAS API (v0.8) [33], which enable host–device communication for reliability and 

error-handling events. The recovery process begins with the CM broadcasting an 

Interrupt to all live CNs in the cluster. These messages are directed to all the CPU cores 

in the CNs and to the per-CN Logging Units. Upon receiving the interrupt, cores and 

Logging Units complete all outstanding requests/operations, and pause. Then, they 
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respond with an InterruptResp. Once all InterruptResps have been received, the CM 

issues an InitRecov to all MNs, prompting software handlers in the directory controllers of 

the MNs to initiate recovery. The actions followed by these handlers set the directories and 

memories to a consistent state. They are described in Section 5.5.3.
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LogUnit

CN1
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InitRecovResp

RecovEnd
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Figure 32: Message exchange during recovery in DIKTAMO.

Once the directory and memory in an MN has been brought to a consistent state, the 

handler in the directory controller sends an InitRecovResp to the CM. Upon the reception 

of InitRecovResp from all live directory controllers, the CM broadcasts a RecovEnd to all 

CNs, signaling the completion of the recovery protocol. Each node responds with a 

RecovEndResp and resumes program execution.

5.5.3 Recovery at the Directory Controller

Each directory controller runs a software handler that repairs the directory state 

(Algorithm 1). The handler performs two operations. The first one is to identify all the 

directory entries where the failed CN is a sharer, and remove the failed CN as a sharer. 

The second operation relates to the directory entries where the failed CN is the owner. 

After collecting the line addresses corresponding to these directory entries, the handler 
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 Message Definition / Usage
 Interrupt Sent by the CM to all live CNs to 

complete outstanding requests and 
other operations in the cores and 
in the Logging Units.

 InterruptResp Sent by CNs to confirm completion 
of outstanding requests and opera-
tions.

 InitRecov Issued by the CM to all MNs to 
initiate directory-level recovery ac-
tions by software handlers.

 FetchLatestVers Request from the directory con-
trollers to the Logging Units for 
the latest logged versions of lines 
that were dirty in the failed CN’s 
caches.

 FetchLatestVersResp Response with the latest logged 
versions of the requested cache 
lines.

 InitRecovResp Issued by handlers in directory 
controllers to acknowledge comple-
tion of directory-level recovery ac-
tions.

 RecovEnd Broadcast by CM to all live CNs 
to signal that recovery is complete 
and they can resume execution.

 RecovEndResp Sent by CNs to acknowledge com-
pletion of recovery and execution 
resumption.

Table 10: Recovery protocol messages.

sends them with a FetchLatestVers to the Logging Units of the relevant replica CNs.

Upon receiving such a request, the handler executed by each Logging Unit is detailed in 

Section 5.5.4. The handler returns a FetchLatestVersResp message. It contains, for each 

requested address, the sorted list of logged updates to the line (from latest to earliest). 

When the directory receives the FetchLatestVersResps from all replicas, it compares 

them. Consider one of these addresses. Typically, the latest logged value for the address 

should be the same in all replica logs. If so, this value is applied to memory. In cases where 

the CN failure occurred while the replica logs were being updated, it is possible that not all 

the replica logs have the same latest value. In this case, the latest logged update in all the 

𝑁𝑟 logs is picked and applied to memory. Finally, if the requested address is not found in 

the logs of the replica nodes, the log in the MN memory is searched and the latest update 
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Algorithm 1 Recovery of the Directory State by a Software Handler at the Directory 
Controller
1: Input: Set of dir entries marked as owned or shared by failed CN
2: Output: Corrected directory and memory state
3: For dir entries where the failed CN is a sharer:
4:  Remove the failed CN as sharer
5: For dir entries where the failed CN is the owner:
6:  Collect their addresses
7: Send these addresses with a FetchLatestVers to the Logging Units of the relevant replica CNs
8: Collect all FetchLatestVersResp responses
9: for all directory entries where the failed CN is the owner do

10:  Identify the latest cacheline version from FetchLatestVersResp or from the log in the MN memory
11:  Update memory and mark the directory entry as not shared
12: end for

found is applied to memory. In all cases, after the memory location is updated, the 

directory entry is marked as not shared by any CNs.

5.5.4 Log Traversal Strategy at Replica Nodes

When a Logging Unit receives a FetchLatestVers message, a software handler is invoked 

that performs the algorithm described in Algorithm 2. The handler traverses the log and, 

for each of the requested addresses, generates a sorted list (from latest in the log to 

earliest) of all the updates to the address found in the log. A single log traversal generates 

the lists for all the requested addresses. The lists are then included in a 

FetchLatestVersResp message sent to the directory controller.

5.6 Methodology

Architecture and Simulation Infrastructure. We simulate a distributed system with 

16 compute nodes (CNs) of four cores each, and 16 memory nodes (MNs), interconnected 

Algorithm 2 Replica Log Traversal by a Software Handler
1: for all addresses requested in FetchLatestVers do
2:  Scan the DRAM log in the Logging Unit from latest to earliest
3:  Collect a sorted list of all the versions found
4:  Include the list in FetchLatestVersResp
5: end for
6: Send FetchLatestVersResp to directory controller
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 System Configuration
 Compute Nodes (CN); Memory Nodes (MN)  16 CNs; 16 MNs
 CPU Frequency; Logging Unit Frequency  2.4 GHz; 500 MHz
 Cores per CN  4 Out-of-Order cores
 Load ; Store Queue Size  128 ; 72

 Cache Hierarchy & Local Memory (per CN)
 L1 Cache (Size; Associativity; RT Latency)  48 KiB; 12-way; 5 cycles
 L2 Cache (Size; Associativity; RT Latency)  512 KiB; 8-way; 13 cycles
 L3 Cache (Total Size; Associativity; RT Latency)  8 MiB; 16-way; 36 cycles
 Cache line size  64 bytes
 Memory Size per Node  512 GB

 CXL Memory and Interconnect (per MN)
 DRAM Access Latency  45 ns
 CXL Link Bandwidth  160 GB/s [133]
 CXL Net RT Latency (includes directory lookup)  200 ns [132]

 Logging Unit
 Log Size  SRAM: 4KB (4ns access);

 DRAM: 18MB
 Log Dumping Period  2.5 ms
 Replication Factor 𝑁𝑟=3 copies

Table 11: Architecture parameters. RT means round trip.

via high-bandwidth CXL links (Table 11). There is a single CXL switch connecting all CNs 

to all MNs. Each core is out-of-order and has private L1/L2 caches, while all cores in a CN 

share an inclusive L3 cache. Logging units operate at 500 MHz. Each Logging Unit has a 

4KB SRAM Log Buffer and a 18 MB DRAM log. The latter’s contents are compressed and 

periodically flushed to the MNs at the end of every Dumping Period. We model CXL using 

parameters from the literature [132], [133].

We assume that the memories in the MNs have features that make them fault tolerant. 

As indicated in 2.5, we follow prior work [29], [30] in this assumption. However, we 

conservatively assume that such features do not penalize in any way the latency of a read 

or write to the DRAM in the MNs.

We use the Structural Simulation Toolkit (SST) [134] to model the architecture. As of 

this writing, there are no commercially available systems that support full CXL 3.0 (or 

later) hardware coherence across multiple nodes, making simulation essential for studying 

an architecture like ours. Instruction traces of the program execution are collected per core 
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using Pin [135], and fed into the simulator.

The traces do not have timing information, but include all instruction and data 

accesses, and synchronizations (lock acquire request, lock release, barrier arrive, and barrier 

leave). In the simulations, each core advances time by executing its own thread’s 

instructions. We ensure that the synchronizations are correctly modeled. Specifically, only 

one thread can be inside a given critical subsection at a time (the others can be spinning), 

and threads spin on a barrier until all other threads have arrived. We compile the 

applications with -O3 to eliminate unnecessary local accesses.

Applications. We use a mix of compute- and memory-intensive applications from 

PARSEC [136] and SPLASH-2 [137], [138], and a custom key-value workload using Yahoo! 

Cloud Serving Benchmark (YCSB) [66], [67].

From PARSEC, we use bodytrack, fluidanimate, streamcluster , and canneal, which are a 

range of animation, computer vision, engineering, and data mining workloads. From 

SPLASH-2, we use raytrace, barnes, ocean_ncp, and ocean_cp, which are simulation 

workloads that stress memory-level parallelism with high performance computing and 

graphics workloads. For YCSB, we use a distributed key-value store backed by a hashtable, 

inspired by Bigtable [3].

All applications are multi-threaded and are executed with 64 threads running on all 

cores and fully utilizing the cluster. For each application, we execute 6.4B instructions or 

more. For the PARSEC and SPLASH-2 applications, we skip the initialization and start 

the evaluation when the application reaches the parallel subsection or the Region of 

Interest. We use the Medium size of the applications or larger. We place the shared data 

on the CXL memory, and the private data of the threads on the local memory of the CNs

For YCSB, the key value store has 1.6M records of size 1KB. The application utilizes a 

database organized in an array-like format. It performs 6.4 million put or get record 

operations to the CXL memory. It issues 80% reads and 20% writes with a uniform record 

access distribution. All accesses in YCSB reference the CXL memory.
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Configurations.  We evaluate five architecture configurations that affect the behavior of 

CXL (i.e., remote) memory accesses.

• Write-Back (WB): Conventional, non-resilient system where remote stores are 

committed to local caches without any replication and without simultaneously saving the 

update in any MN. This configuration not resilient: the failure of a CN results in data loss. 

It serves as a lower bound in terms of execution time.

• Write-Through (WT): Resilient system where remote stores are write through, 

updating the memory of a MN. As soon as a write updates a MN’s DRAM memory, we 

assume that the update cannot be lost—since the MN is fault tolerant. We do not penalize 

the memory access latency in any way. However, note that, under the TSO memory 

model [128], [129], multiple write-through updates from a core cannot overlap with each 

other.

• DIKTAMO-baseline: Baseline version of our resilient write-back DIKTAMO protocol, 

where remote stores are replicated to 𝑁𝑟 remote CNs after their coherence transactions 

complete.

• DIKTAMO-parallel: Variant that optimizes DIKTAMO-baseline by overlapping the 

replication and coherence transactions of a store.

• DIKTAMO-proactive: Proposed DIKTAMO variant, which improves 

DIKTAMO-parallel by allowing the initiation of the replication for remote stores before 

they reach the head of the SB.

All DIKTAMO configurations use the same scheme for selecting replica CNs: a hash 

function maps each address to a Replica Group. 𝑁𝑟 is set to 3, so that every remote store 

is replicated in three distinct Logging Units across the cluster. This number is very 

conservative (i.e., large) for our small 16-CN machine, given that it is similar to the 

number used in prior works evaluating datacenter-scale distributed systems [2], [139]. We 

use this number so we can model the additional traffic that DIKTAMO would add in a 

large machine.
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5.7 Evaluation

5.7.1 Performance

Figure 33 shows the total execution time of our workloads when we run them with the 

different protocols. We normalize execution time to the WB configuration, which has high 

performance but is intolerant to faults.
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Figure 33: Execution time with different protocols. 

We observe that 𝑊𝑇  is prohibitively expensive, especially for write-intensive workloads 

such as Ocean-cp and Ocean-ncp. Writing through remote writes can be very slow in TSO, 

as writes from the same core cannot overlap. As a result, the SB can fill-up, which results 

in the stall of the core execution. We find that the average execution time of 𝑊𝑇  over 𝑊𝐵

is 3.68x.

DIKTAMO-baseline serializes the Coherence and Replication transactions for a remote 

store. We see that it is still significantly slower than 𝑊𝐵. On average, its execution time is 

2.88x higher than 𝑊𝐵. DIKTAMO-baseline penalizes write-intensive applications by 

slowing down SB draining. However, because of its write-back approach, it is a faster 

alternative to 𝑊𝑇 .

DIKTAMO-parallel overlaps the Coherence and the Replication transactions for a 
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remote store. However, we observe that the benefits over DIKTAMO-baseline are minor 

(only 3% on average). The reason is that the architecture we model is equipped with 

exclusive prefetching. As soon as a store’s target address is known, a request for ownership 

is sent to the memory system. Thus, when the store reaches the head of the SB, the 

Coherence transaction has often completed, exposing the Replication transaction as in 

DIKTAMO-baseline.

DIKTAMO-proactive proactively initiates the Replication transaction for a remote 

store while the store is queued in the SB. The advantage of this technique is twofold. First, 

it overlaps the Replication transaction with the store’s waiting time in the SB. Second, it 

enables the overlapping of the Replication transactions for the stores in the SB. Hence, this 

design substantially boosts performance. The execution time with DIKTAMO-proactive is 

on average only 30% longer than 𝑊𝐵, while making the protocol resilient to failures.

Figure 33 shows that raytrace and fluidanimate do not benefit much from 

DIKTAMO-proactive. To understand why, Figure 34 shows the fraction of 

DIKTAMO-proactive REPLs that are sent when the store is at the head of the SB. This is 

the latest time that DIKTAMO-proactive can send the REPLs. If it sends them at this time, 

there is no difference between DIKTAMO-parallel and DIKTAMO-proactive. The higher 

this fraction is, the lower the difference between DIKTAMO-proactive and 

DIKTAMO-parallel is. We see that raytrace and fluidanimate have a high fraction, which 

explains their behavior in Figure 33. In these applications, a store often remains in the SB 

without sending REPLs, with the hope of coalescing with a future store that never appears.

Streamcluster also has a high fraction in Figure 34. However, because the fraction of 

requests that are remote writes is relatively small, all protocols behave similarly 

(Figure 33). 

5.7.2 Characterization Analysis

In this subsection, we analyze several aspects of DIKTAMO-proactive.
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Figure 34: Fraction of REPLs sent by DIKTAMO-proactivewhen the store is at the head of 
the SB.
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Figure 35: Comparing the execution time of DIKTAMO-proactive to that of a scheme with-
out coalescing (noC).

Impact of Store Coalescing on DIKTAMO-proactive. As discussed in 

Section 5.4.4.5, supporting store coalescing in DIKTAMO-proactive required a design that 

sometimes delays sending REPLs for stores in the SB. Hence, supporting coalescing affects 

performance in two ways. On the one hand, it can improve performance by combining 

multiple stores and reducing the number of write transactions. On the other hand, it may 

delay sending REPLs for some writes, reducing the ability to hide the Replication 

transaction.

Figure 35 examines whether the positive or the negative effects of supporting coalescing 

dominates. It repeats Figure 33 for 𝑊𝐵 and DIKTAMO-proactive (which supports 
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coalescing), and adds two more bars: DIKTAMO-proactive-noC (which does not support 

coalescing) and DIKTAMO-proactive-best, which is simply the best of 

DIKTAMO-proactive and DIKTAMO-proactive-noC. Comparing DIKTAMO-proactive and 

DIKTAMO-proactive-noC shows that DIKTAMO-proactive is only slightly better, and 

applications vary widely. Some applications like ocean-cp benefit from supporting 

coalescing, while others like raytrace lose performance. In general, it is hard to correlate 

Figure 35 with Figure 34: Figure 34 simply shows whether the REPLs were delayed to their 

latest times; it does not show when the REPLs were sent or whether fruitful coalescing 

occurred. Still, we see that raytrace, which delayed many REPLs in Figure 34 ends-up 

hurting from supporting coalescing in Figure 35. Finally, the lower execution time of 

DIKTAMO-proactive-best suggests that selectively enabling coalescing on and off may be 

interesting. DIKTAMO-proactive-best’s average overhead over 𝑊𝐵 is only 22%, while 

DIKTAMO-proactive’s is 30%.

Log Size. Each Logging Unit has a 4KB SRAM Log Buffer for pending transactions and a 

DRAM buffer to log transactions. To size the DRAM buffer, Figure 36 presents the 

maximum log size required per CN to buffer the data periodically flushed to MNs in 

DIKTAMO-proactive. We can see that the needs of the different applications vary widely. 

Based on this data, we size the DRAM buffer in each Logging Unit to be 18MB.
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Figure 36: Maximum DRAM log size per CN in DIKTAMO-proactive.
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CXL Network Bandwidth Consumption. Figure 37 shows the average CXL network 

bandwidth consumption by the 16 CNs in DIKTAMO-proactive. For each application, we 

show the component due to the coherence protocol (including remote reads, writes, 

invalidations, acknowledgments, REPLs, REPL_ACKs, and VALs), and due to periodically 

saving the compressed logs. We can see that the former dominates the bandwidth 

consumption, reaching up to 103 GB/s for the memory-intensive YCSB application. On the 

other hand, the bandwidth consumption of dumping logs is minimal and below 5 GB/s 

across all workloads. Hence, the execution time of applications is largely unaffected by the 

log dump operations.
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Figure 37: Average CXL network bandwidth consumption by the 16 CNs in 
DIKTAMO-proactive  due to coherence protocol and saving logs.

Lines Owned by a Crashed Node. As part of the recovery, a handler traverses the 

directory and finds the addresses of all the lines that were Shared or Owned by the caches 

in the crashed CN. Owned lines can be Dirty or Exclusive, but the directory does not 

distinguish between them. For the Owned lines, the handler then traverses the logs to 

recover their value before the crash.

In this experiment, we trigger the crash of CN 0 at 12.5ms of execution in the 

applications under DIKTAMO-proactive, and count the number of Owned lines. The 
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directory gives us a number, and then we check the caches of the crashed CN to count 

those that are indeed Dirty. We label the difference between the two counts as Exclusive, 

although some of them may have been evicted silently from the caches. Figure 38 shows 

the result for the applications. For reference, the maximum number of different lines in the 

caches of a CN is 163K. The figure shows that, on average, less than 29K lines are Owned, 

although, in YCSB, such number reaches 119K.
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Figure 38: Exclusive and Dirty lines in the caches of a crashed CN in DIKTAMO-proactive.

Remote Write Latency Breakdown. Figure 39 shows the average remote write latency 

broken down into its components: ROB→ROBHead is the time from when the store is 

deposited into the ROB until it retires; ROBHead→SBHead is the time from store 

retirement until the store reaches the head of the SB. SBHead→CohEnd is the additional 

time it takes for the coherence transaction to complete, bringing the line in state Exclusive 

to L1; and Replication Time is any additional time beyond CohEnd that the write needs to 

remain in the SB waiting for the Replication transaction to complete. After 

SBHead→CohEnd and Replication Time, the write commits. Results are shown for both 

𝑊𝐵 and DIKTAMO-proactive.

We see that, in 𝑊𝐵, ROB→ROBHead and ROBHead→SBHead dominate. As we move 

to DIKTAMO-proactive, ROB→ROBHead remains mostly the same, while 
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ROBHead→SBHead increases in all cases and becomes dominant. Because of the need for 

writes to perform the Coherence transaction, the average write spends more time in the 

SB. In addition, for the same reason, Replication Time appears in several applications. The 

applications that have the highest increase in average remote write latency are bodytrack 

and streamcluster.
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Figure 39: Remote write latency breakdown.

Correlating these write latency increases with the increases in execution time in 

Figure 33 is not easy, given that not all the remote write latency is visible in the critical 

path of the application execution, and there are many factors that affect execution time. 

What is clear is the correlation between the Replication Time in Figure 39 and the fraction 

of REPLs sent at the SB head shown in Figure 34. Applications with a high fraction of 

REPLs sent at the SB head in Figure 34 (raytrace, streamcluster and, to a lesser extent, 

fluidanimate, barnes, and bodytrack) have a high Replication Time in Figure 39.

5.7.3 Sensitivity Analyses

In this subsection, we perform several sensitivity analyses.

CXL Link Bandwidth. Figure 40 shows the sensitivity of DIKTAMO-proactive and WB 

execution time to CXL link bandwidth. We vary the bandwidth from the default 160 GB/s 

to 20 GB/s. All bars are normalized to WB with 160 GB/s. We show three representative 

applications and the geometric mean of all applications. Figure 40 shows three different 
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Figure 40: Sensitivity of DIKTAMO-proactive and WB execution time to CXL link band-
width. All bars are normalized to WB with 160 GB/s.

behaviors. For YCSB, both WB and DIKTAMO-proactive suffer when the available 

bandwidth becomes limited. For canneal, DIKTAMO’s replication messages congest the 

network at low bandwidths, while WB is unaffected. Finally, for streamcluster, both WB 

and DIKTAMO-proactive are unaffected. On average, a low CXL link bandwidth hurts 

DIKTAMO-proactive more than WB.

Replication Factor. Figure 41 shows the execution time of the applications with 

DIKTAMO-proactive for different replication factors 𝑁𝑟. All bars are normalized to the 

default 𝑁𝑟=3, a very conservative value (Section 5.6). On average, the execution time 

increases with 𝑁𝑟. For example, a system with 𝑁𝑟=4 takes 2% longer to execute than one 

with 𝑁𝑟=3. Remote write–intensive applications like ocean-cp and ocean-ncp are 

significantly affected.

Scalability with Number of CNs. Past work suggests that CXL systems with 16 CNs 

are a good design point [127], [132], and some CXL switches support 32 ports [140] (16 

CNs and 16 MNs for us). Figure 42 shows the execution time of DIKTAMO-proactive and 

WB as we change the number of CNs from 4 to 16. The bars are normalized to 𝑊𝐵 for 16 

CNs. The figure shows that, across all applications, DIKTAMO-proactive has good 

scalability. On average, going from 4 to 16 CNs, the execution time decreases by 3.15x and 

3.07x for WB and DIKTAMO-proactive, respectively.
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Figure 41: Execution time with DIKTAMO-proactive  varying the replication factor 𝑁𝑟. All 
bars are normalized to 𝑁𝑟=3.
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5.8 Related Work

Related uses of CXL. Several systems have leveraged CXL for memory expansion and 

pooling. CXL-ANNS [141] uses CXL-attached memory to scale approximate nearest 

neighbor workloads by caching the neighbors in local memory and utilizing prefetching. 

Memstrata [142] introduces a memory allocator in the hypervisor and the first 

hardware-managed memory tiering for CXL. Pond [132] addresses memory stranding issues 

by enabling flexible pooling. StarNUMA [143] employs a CXL-based memory pool to 
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reduce costly remote accesses in large NUMA systems.

With CXL 3.0, memory sharing has enabled new distributed system abstractions. 

HydraRPC [127] implements low-latency RPC over shared CXL memory. CXLfork [144] 

enables fast process forking over CXL shared memory. TrEnv [145] explores the use of 

shared memory over CXL to accelerate serverless functions.

Tigon [124] and CtXnL [146] are transactional systems over CLX. They both use 

software cache coherence for the majority of the data in the program and CXL-supported 

hardware cache coherence for metadata. Both works provide little or no discussion on 

recovery. Tigon uses conventional database transaction logging and recovers by 

concurrently restoring the log. CtXnL says it ”relies on transaction processing frameworks 

to ensure data consistency”. Hence, we can say that recovery in these systems is 

software-based and coarse-grained. Apta [29] examines a CXL environment where nodes 

can fail. Its main emphasis is on a hardware cache coherence protocol for resilience. It uses 

write-through caches, offloads invalidations from the critical path, and uses a 

coherence-aware scheduler. It assumes a transactional system and targets a FaaS 

environment.

In contrast to these three works, DIKTAMO targets general-purpose (not just 

transactional or application-specific) environments. Unlike Apta, it uses a write back 

protocol. Unlike all the schemes, it uses a novel hardware-based, fine-grained recovery 

scheme for performance and generality.

Resilience through replication and coherence protocols. Replication has long been 

used to achieve both resilience and performance in distributed and shared-memory 

systems. Works such as FARM [4], PAR [6], and RAMCloud [7] replicate data across 

multiple nodes for high availability and low-latency access. Other work explores cache-line 

replication for fault tolerance in processor and memory systems. ICR [147] replicates active 

L1 lines by overwriting predicted-dead blocks. Replication Cache [148] extends this with a 

small replica cache storing dirty-line copies on each write. Fernandez-Pascual et al. [149] 
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ensure at least one valid copy by delaying invalidations until safe transfer, tolerating 

interconnect faults. Dvé [150] replicates DRAM cache lines across NUMA sockets to 

provide resilience to memory errors, and maintains coherence among the replicas, but does 

not handle host-wide failures. In contrast, DIKTAMO logs updates in the context of CXL, 

enabling recovery from node crashes.

Shared-data reliability and coherence fault-tolerance has been studied in the past for 

shared memory multiprocessors [149], [151], [152]. Our work in this chapter complements 

these efforts by providing high-performance fault tolerance in shared-memory distributed 

CXL systems.

High performance TSO. As an alternative to DIKTAMO, we have considered the WT 

environment (Figure 33): a write-through protocol with MN memory that is assumed to be 

fault-free without any extra access latency cost. Such a design is substantially slower than 

DIKTAMO, in part because, under TSO, multiple write-through updates from a core 

cannot overlap with each other. Recently, there are two techniques that redesign the cache 

coherence protocol to allow writes to overlap and still support TSO [153], [154]. Such 

designs could provide an alternative to DIKTAMO, at the cost of significant hardware 

protocol changes: hardware linked lists and double transactions, respectively. We leave the 

analysis to future work.

5.9 Discussion

In this chapter, we place the Logging Units (LUs) next to Compute Nodes (CNs) because 

we assume that CN to Memory Node (MN) communication is slower than CN to CN 

communication. An alternative design would be to place the LUs in the MNs. Based on 

our assumptions, this design would have longer-latency round trip writes to the log than 

the design in this chapter. However, it would have several advantages. First, it would not 

need the extra step of regularly sending the compressed logs to the MNs. Second, it would 

avoid the need to modify the CNs, and the changes would be limited to the MNs—possibly 
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in a CXL-based module. Finally, since we assume that the MNs are resilient, a write would 

only need to be logged in a single log, with no replication. Further analysis of this topic is 

left for future work.

5.10 Conclusion

To address limitations of the CXL specification, this chapter extends it to make it resilient 

to node failures. We call the system DIKTAMO. DIKTAMO augments the coherence 

transaction of writes to create replicas in the Logging Unit of a few other nodes. Recovery 

involves using the logs in the Logging Units to bring the directory and memory to a correct 

state. Our evaluation with 16 4-core nodes shows that DIKTAMO enables fault-tolerant 

execution with only 30% slowdown with three replicas (or 26% with two replicas) over the 

same platform with no fault-tolerance support. Further, DIKTAMO is 2.82x faster than 

ensuring reliability by using write-through writes.
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Chapter 6 Future Work

Emerging interconnect technologies such as Compute Express Link (CXL) significantly 

expand the design space of disaggregated memory systems. While this thesis focuses on 

specific mechanisms for reliable and efficient distributed and shared-memory architectures, 

several promising directions remain open. In particular, CXL’s support for shared memory, 

memory pooling, and fabric-level communication creates opportunities to rethink 

distributed consistency protocols, memory node failure handling, and large-scale memory 

architectures. The following subsections outline several future directions that build on 

these capabilities.

Leveraging CXL for Efficient Leaderless Consistency and Persistency. One 

promising direction is to explore how emerging interconnects such as Compute Express 

Link (CXL) can improve the efficiency of leaderless consistency and persistency models. 

While leaderless designs provide scalability and fault tolerance, they often incur significant 

computational and network overhead due to extensive coordination and metadata 

propagation across nodes. These costs can limit their efficiency in large-scale deployments.

CXL’s shared-memory capabilities may help alleviate these limitations. In particular, 

future systems could place selected protocol metadata in shared CXL memory and access it 

using cache-coherent semantics, rather than propagating updates through explicit network 

messages. Such an approach could reduce redundant communication and shift certain 

coordination tasks off the critical path of operations.

Additionally, exposing key protocol metadata through shared-memory abstractions may 

simplify the implementation of leaderless systems. By reducing the amount of explicit 

coordination logic required across nodes, future designs could make consistency and 

persistency models easier to implement and reason about, while improving overall system 

efficiency.
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Handling Memory Node Failures in CXL-Based Disaggregated Memory 

Systems. While DIKTAMO assumes fault-free Memory Nodes (MNs) to focus on 

failures at the Compute Node (CN) level, real CXL-based disaggregated systems may also 

experience failures at the MN level. Prior work largely addresses CN failures [29] or 

considers restricted models of MN failures. For example, MN failures are studied either 

when MNs store read-only copies—thus avoiding consistency concerns [155]—or when MNs 

do not share data across nodes [132], [156]. In more realistic disaggregated systems, 

however, applications may share mutable data (e.g., databases) across memory nodes. In 

such environments, MN failures must be addressed carefully to (i) avoid data loss, (ii) 

maintain correct and coherent data, and (iii) ensure forward progress. First, preventing 

data loss requires replicating data across multiple MNs. A simple approach is 

primary–backup replication, where each datum has a designated primary location and one 

or more replicas. Managing replication at the MN level is a natural design choice, as MNs 

already manage the physical storage of data. An extension of this approach could take 

advantage of Leaderless replication as covered by this thesis. Second, the system must 

maintain data correctness and coherence. Since CNs may cache shared data in their local 

cache hierarchies, the system must track the ownership and sharing state of cachelines. 

Each MN can maintain a directory that tracks cached copies of its data. To tolerate MN 

failures, this directory metadata must also be replicated. Finally, the system must ensure 

forward progress after a failure. This requires timely failure detection —e.g., through a 

Configuration Manager or the CXL Fabric— and mechanisms to redirect requests to 

surviving replicas. Replicating both data and directory state enables the system to 

continue serving requests without indefinite stalls.

Towards Cross-Rack Shared Memory with CXL. CXL is designed primarily to 

operate within a rack-scale domain [157]. In future architectures that support cross-rack 

shared memory, it would be valuable to investigate how to efficiently integrate in-rack CXL 
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communication with cross-rack data transfers. Cross-rack communication could be 

implemented using technologies such as Remote Direct Memory Access (RDMA). However, 

several challenges arise, including differences in access granularity (cacheline versus page) 

and the need to integrate RDMA-based communication with the CXL fabric.

Such an approach would be particularly beneficial for applications that span multiple 

racks and need to exchange data efficiently. Applications may be distributed across racks 

for reasons such as storage capacity, load balancing, or resilience to power failures. Storage 

considerations are especially important, as accessing memory across racks may still be an 

order of magnitude faster than accessing local storage devices such as SSDs. Moreover, this 

direction could be extended to support coherence domains that span multiple racks, 

enabling larger-scale shared-memory systems.

A Potential CXL-Based Alternative to RDMA. Global Integrated Memory (GIM), 

introduced in CXL 3.1 [158], enables host-to-host, host-to-device, device-to-host, and 

device-to-device transfers with remote memory access semantics. In essence, it provides 

functionality conceptually similar to RDMA. A key difference lies in the access granularity 

(cacheline versus page) and in the configuration process. RDMA typically relies on a 

queue-pair–based setup with pre-pinned buffers and established virtual-to-physical address 

translations that are registered with the Network Interface Cards (NICs) of the 

participating nodes. In contrast, GIM is more transparent: the CXL fabric is inherently 

aware of the memory regions that participate in GIM, eliminating the need for such 

explicit setup overhead. Moreover, GIM does not rely on host NICs, but instead operates 

directly through the CXL fabric. Consequently, a systematic study that evaluates potential 

performance and total cost of ownership (TCO) advantages, and identifies clear use cases 

for GIM, is warranted. 
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Chapter 7 Conclusion

This thesis has presented three contributions aimed at improving the performance and 

resilience of modern distributed and shared-memory systems in datacenters, addressing 

complementary challenges in system design: high-performance execution, durability, and 

fault tolerance.

First, to enable high-performance and programmable distributed systems, we 

introduced MINOS. First, MINOS-B provides a suite of distributed algorithms designed to 

support Linearizable consistency with five different types of persistency models for 

leaderless systems. We further optimized these algorithms by offloading them to a new 

SmartNIC-based architecture, which we termed MINOS-O. The MINOS-O architecture 

leverages hardware-level optimizations such as selective data coherence between the host 

and SmartNIC, message batching, and broadcasting to improve system performance. Our 

evaluation showed that MINOS-O substantially reduces request latency and increases 

throughput compared to MINOS-B. Specifically, MINOS-O reduced the average end-to-end 

latency of two microservice functions by 35%.

Second, we addressed the challenge of resilience in leaderless distributed systems by 

introducing IASO, an optimized online incremental recovery mechanism. IASO supports 

Linearizable consistency and multiple persistency models, offering a fast and efficient 

recovery process. Implemented on a 6-node cluster, IASO demonstrated its effectiveness in 

recovering a system after a node failure in just 120 milliseconds on average, while reducing 

the throughput of the running system by only 8.7%. This is a significant improvement 

compared to a state-of-the-art recovery system, which required 360 seconds to recover and 

incurred a throughput reduction of 16.2%.

Finally, we addressed the problem of resilience in emerging distributed shared-memory 

systems enabled by modern interconnects such as Compute Express Link (CXL). We 

introduced DIKTAMO, a hardware–software co-designed architecture that extends the 
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CXL coherence protocol to tolerate node failures. DIKTAMO augments write coherence 

transactions with lightweight, cacheline-granular replication to a small set of peer nodes, 

where updates are temporarily stored in hardware Logging Units, ensuring that modified 

data remains recoverable even if a node holding dirty cachelines fails. Recovery leverages 

these logs to reconstruct correct directory and memory state, enabling consistent 

application execution without reverting to costly write-through policies. By overlapping 

replication with store execution, DIKTAMO preserves the performance benefits of 

write-back caching. Our evaluation shows that DIKTAMO enables fault-tolerant shared 

memory with only a 30% slowdown (26% with two replicas) compared to a system without 

fault tolerance, and is 2.82× faster than a write-through baseline.

In summary, the combined results of MINOS, IASO, and DIKTAMO showcase 

complementary advances across three dimensions of modern systems in datacenters. 

MINOS improves the performance and programmability of leaderless distributed protocols, 

IASO enables fast and efficient recovery in distributed systems, and DIKTAMO extends 

resilience to emerging shared-memory architectures. Together, these contributions provide 

a foundation for building high-performance, durable, and fault-tolerant systems across both 

distributed and shared-memory environments. 
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